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ABSTRACT
UCS is a Learning Classifier System (LCS) which evolves
condition-action rules for supervised classification tasks. In
UCS the fitness of a rule is based on its accuracy raised to
a power ν, and this fitness is used in both the search for
good rules (via a genetic algorithm) and in a classification
vote. We trace the origin of the UCS fitness function through
three successive versions of the XCS accuracy function, for
which we present previously unpublished details and ratio-
nales. Through numerical examples and empirical studies we
demonstrate that ν tunes both selective pressure in genetic
search and the voting margin in classification, and demon-
strate that ν (or some alternative) is necessary for both. We
appeal to margin theory to explain the effect on classifica-
tion and so connect the LCS field with ensemble systems,
and we suggest ν might be useful as a noise-correction pa-
rameter. We argue that the design of fitness functions has
always been the central difficulty for Michigan LCSs and
that better understanding can help both parameterisation
of existing algorithms and development of new ones.

Categories and Subject Descriptors
I.2.6 [Artificial Intelligence]: Learning—Concept Learn-
ing ; I.2.8 [Artificial Intelligence]: Problem Solving, Con-
trol Methods, and Search—Heuristic methods

General Terms
Algorithms

Keywords
Learning Classifier Systems, Fitness evaluation, Voting
margin

1. INTRODUCTION
Learning Classifier Systems (LCSs), the genetics-based

machine learning systems introduced by Holland, update
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their rule-bases with two interacting adaptive processes: one
searches for useful rules while another estimates their utility.
Both processes typically make heavy use of heuristics and an
LCS can be thought of as a system of interacting heuristics.
While there has been more theoretically-grounded work, in-
cluding the use of Q-learning in rule utility estimation [14],
the use of Estimation of Distribution Algorithms in place of
Genetic Algorithms (GAs), and theoretically-driven mecha-
nism design work such as [2, 9, 5, 6], even there the systems
have many heuristics.

A system of interacting heuristics is difficult to param-
eterise and LCS are well-known for their large number of
parameters. It is also difficult to make progress in the de-
sign of such systems, as the LCS literature attests. In fact,
we argue that this has been the key challenge throughout
the history of Michigan LCS.1 Only with the development
of the effective XCS system did the field experience a renais-
sance in the late 1990s. Nonetheless, XCS makes heavy use
of heuristics which need to be better understood.

XCS is a reinforcement learner and, although it has been
widely applied to supervised tasks, a supervised variant called
UCS has also been developed. Like XCS, UCS makes heavy
use of heuristics: search is driven by a GA and the utility
of a rule is heuristically based on its classification accuracy.
In this work we analyse part of the heuristic component of
this utility calculation, specifically the ν parameter, in order
to develop a better understanding of UCS, XCS and how to
measure rule utility. We do not seek to make practical rec-
ommendations on how to parameterise UCS, but rather to
understand how it works. Significantly, using accuracy alone
as fitness results in poor performance (see section 2.1.2).
Hence, ν is a necessary component. We also show that ν
tunes the voting margin, which is a new way of understand-
ing existing LCS and may help design new ones.

This paper is structure as follows. Section 2 presents back-
ground on UCS and XCS: section 2.1 presents the update
rules we will analyse and section 2.2 reviews the motivation
for ν in the literature, with a substantial digression to re-
view the evolution of the XCS accuracy function (including
previously unpublished details). Next, section 3 analyses
the effects of ν. Section 3.1 analyses the effect on a rule’s
fitness in isolation from the rest of the system, section 3.2
analyses the effect on interaction of rules in the GA, and
section 3.3 analyses the effect on the interaction of rules in
classification. Finally, section 4 concludes.

1In Michigan LCS each rule has its own fitness, whereas in
Pittsburgh LCS a set of rules has a fitness [8]. The latter
poses a much simpler credit assignment problem.
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2. BACKGROUND
We will not present a complete description of UCS and

instead refer the interested reader to [11].

2.1 Fitness calculation in UCS
In the original UCS the fitness of classifier i is

Fi = γexp · accuracyν (1)

where accuracy =
correct classifications by i

all classifications by i
. As asides, we

note that eq. (1) shows the fitness of a microclassifier [11]
and that we have shown the original UCS fitness update
[1]. Fitness sharing was added to UCS [11] and it would be
interesting to extend our analysis to it, but for simplicity
this work deals with the simpler original version.

UCS fitness is a function of accuracy and two other terms.
The use of accuracy is unsurprising, since users of UCS want
it to evolve high-accuracy rules, but what is the role of the
other two terms? The parameter γexp is a heuristic which
reduces the influence of poorly-evaluated rules: γexp = 0.01
if a rule has matched less than 10 inputs, otherwise γexp = 1
(see [2] and [11] p. 99). The intuition behind this heuristic is
straightforward: if a rule has not been evaluated many times,
we should have low confidence that its accuracy reflects its
true utility. In [9] this heuristic was replaced with a Bayesian
approach, which has several advantages. The role of the
remaining term, ν, is the subject of this paper.

The fitness of a rule is used in two ways in UCS: as the
basis for selecting parents in the GA, and for classifying test
inputs. The latter is done by computing the support (also
called class prediction) for the alternative classes (also called
actions) by the matching rules. The support for class x is:

Sx =

∑
i∈[A]

Fi

size of [A]
(2)

where [A] is the set of rules which advocate class x and match
the current input. [A] is called the action set. In English, the
support for x is the average fitness of the matching rules with
action x. UCS is supervised so it always outputs the class
with highest support (unlike reinforcement learning systems,
which face the explore/exploit dilemma).

2.1.1 The implicit effect of generality on fitness
To obtain good test set accuracy we must encourage the

evolution of general rules, but, as the reader may have no-
ticed, there is no generality term in eq. (1). This is because
in UCS, following XCS, the GA is run within the action set,
and this introduces an implicit fitness bonus based on gener-
ality: the more general a rule, the more action sets it tends to
occur in, and hence the more opportunities it tends to have
to be selected as a parent (see [7] section 3.3.2). Hence, rule
generality is not a factor in a single parent-selecting event,
or in computing the support for classes.

2.1.2 Setting ν

The UCS literature has little guidance on how to set ν, but
“a common value is 10” ([11] p. 99). Indeed ν = 10 in all the
UCS literature we checked [1, 11, 10, 12] so it has effectively
been a constant. The exception is our earlier work [2] (fig.
1), which studied the effect of ν on the 11 multiplexer and
found that with ν = 5 UCS’s training set accuracy did not
improve from its initial random value, while with ν ≥ 10

it reached 100%. Thus, although ν is easy to set, it is an
essential part of the update and should be analysed.

2.2 The origins of ν
This section reviews the literature to find the motivation

for ν in UCS’s fitness equation, and in so doing digresses to
examine the evolution of the XCS accuracy function. Not all
of this is strictly relevant to the current work, but some of
this material has not been published before and so is worth
covering. Readers who would be satisfied with a summary
of this section can skip to section 2.3.

UCS was introduced by Bernadó–Mansilla and Garrell–
Guiu in [1], who state that ν is a constant in the fitness
update (p. 216). In a later, revised description of UCS,
Orriols–Puig and Bernadó–Mansilla state ([11] p. 99) that“ν
is a constant set by the user that determines the strength [of]
pressure toward accurate classifiers”, but do not elaborate.

Given the lack of discussion of the role of ν in the UCS
literature, we now look to XCS, from which UCS is derived.
However, the role of ν is not discussed at any length in
the XCS literature either. ν was not part of the original
XCS specification but emerged in the third accuracy func-
tion used with XCS. We now review these functions.

2.2.1 The unpublished XCS accuracy function
XCS is a reinforcement learning system, and rules in XCS

predict the reward they receive. The difference between pre-
dicted and actual reward is used to update a prediction error
parameter ε. A rule’s accuracy parameter κ is a function of
its prediction error. XCS’s creator Stewart Wilson initially
used a step function [18] for the accuracy of rule j:

κj =

{
α if εj > εo
1 otherwise

(3)

where α is a small constant (e.g. 0.1) which controls the
decrease in accuracy when a rule’s error exceeds a positive
threshold εo, called the accuracy criterion. Rules with εj ≤
εo are equally and fully accurate. This step function has
never been published before and was replaced before the
original XCS paper appeared.

2.2.2 The exponential XCS accuracy function
Wilson realised that the step function provided little guid-

ance for the GA to improve on inaccurate rules. Conse-
quently, for the original XCS paper [14], he modified the
accuracy function to provide a gradient for the GA to climb:

κj =

{
exp[(ln ᾱ)(εj − εo)/εo] if εj > εo
1 otherwise

(4)

where the accuracy falloff rate 0 < ᾱ < 1 is a constant which
controls the rate of decline in accuracy when εo is exceeded.
ᾱ is denoted α in [14] and we have added the bar above it to
distinguish it from the α of eq. (3). In fact, α was retained in
Wilson’s implementation of XCS [18], although it does not
appear in [14]. α seems to make little difference in practice
as others replicated Wilson’s results closely without it. The
study of α and ᾱ is beyond our scope. Equation (4) was
introduced as follows in the original XCS paper:

“Accuracy is defined as a function of the current
value of εj . We have experimented with a num-
ber of functional forms. The best one so far is
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Figure 1: The effect of integer values of ν on accu-
racies 0, 0.1, 0.2 . . . 0.8, 0.9, 0.99, 0.999, 1. As ν
increases, lower accuracies have less influence.

κj = exp[(ln ᾱ)(εj − ε0)/ε0)] for εj > ε0, other-
wise 1. This function falls off exponentially for
εj > ε0. The rate is such that the accuracy at
εj = 2ε0 equals ᾱ (0 < ᾱ < l), so smaller ᾱ means
a steeper falloff.” [14] p. 155.

In the same work, the relationship between accuracy and
generalisation is explained as follows:

“The generalization process should continue as
long as more-general classifiers (strictly, classi-
fiers with more matching opportunities) can be
formed without losing accuracy; otherwise, it should
stop. The stopping point should be controllable
in the accuracy function. Indeed, this is the role
of ε0 in the function of Section 3.4: classifiers
with error greater than ε0 have sharply lower fit-
ness.” [14] p. 157.

We are unaware of any discussion of ᾱ beyond the above.
Hence, to our knowledge, the effect of altering ᾱ is not stated
explicitly in the literature, nor is it clear what problems
might be overcome by tuning it.

2.2.3 The power function
By mid-1998 Wilson modified accuracy to include ν:

κj =

{
1 if εj < εo
α(εj/εo)

−v otherwise
(5)

0 < v is a constant controlling the rate of decline in accuracy
when εj exceeds εo, as ᾱ does in eq. (4). α is the constant
from eq. (3). See fig. 1 in [3] for a useful diagram. This accu-
racy function first appeared in [17], without discussion, but,
according to Wilson, the change was motivated as follows.
(We have inserted clarifications in square brackets.)

“Accuracy is [now] calculated with a power, not
an exponential, function. This came out of work
on sequential problems. In those, the predictions
far upstream are very small, due to discounting.
Consequently, raw errors are also very small. The
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Figure 2: Accuracyν given ν = 1, 2, . . . 10, 20, 30,
50, 100.

exponential does not differentiate two small er-
rors very well, even if one is twice the other. I
wanted a function where twice the other would
mean a big fitness difference, even if the values
were absolutely small. A power function does
this. I just carried the same function over to
the multiplexer problem. However, I’m not at all
sure that this in itself has made a difference on
this problem, and have not done comparisons.”
[15]

“The reason for the change is that for small
differences in error, the [original] exponential meth-
od produces a smaller and smaller difference in
accuracy. I don’t think this is desirable. For
states with small predictions, and thus small er-
rors in the first place, you lose the ability to dif-
ferentiate predictions.

In contrast, suppose you decide that if, say,
two errors differ by a factor of two, you want the
accuracies to differ by a factor that is indepen-
dent of the absolute sizes of the errors. The [new]
power function does this: if two errors differ by
a factor r, then the ratio of accuracies is [r−ν ].”
[16]

To summarise the quotes above, the XCS accuracy func-
tion was changed so that small differences in accuracy would
still result in significant differences in fitness; this is a form
of scale invariance. Why would we want that? Although it
does not appear to be discussed in the literature, a fairly
obvious reason is that XCS uses a genetic algorithm and ini-
tially used roulette wheel selection of parents [14] (though
other selection mechanisms have since been used). With a
roulette wheel, selection probability is proportional to fit-
ness, and hence increasing the difference in fitness increases
selective pressure. We analyse this in sections 3.1.2 and 3.2.

We note, however, that fitness is also a factor in action
selection, so ν may affect it as well. If there is an effect, it
seems less clear than in roulette wheel selection, and, given
the lack of discussion, any effect may have been unintended.2

2In the original XCS paper ([14] section 5.1), passing ref-
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In section 3.3 we will show that ν does indeed affect action
selection, and we link this effect to margin theory.

We also note the desire to maintain differences in fitness
despite small differences in accuracy was prompted by the
observation that temporal difference discounting in sequen-
tial problems reduces fitness differences. Hence, the origins
of ν lie in part in sequential decision-making, which, as a su-
pervised learner, UCS is not capable of. Nonetheless, small
differences in accuracy are possible in supervised learning.

The widely-used algorithmic description of XCS by Butz
and Wilson [4] incorporates ν but only states that “α, ε0 and
ν are used in calculating the fitness of a classifier” and the
“the power parameter ν is typically 5” (p. 4). In [7] XCS’s
ν is referred to as the “accuracy exponent”, but there is no
discussion. We are not aware of any other discussion of α or
ν beyond the above. Hence, the effect of altering α and ν is
not explicit in the literature, nor is it clear what problems
might be overcome by tuning them. A general investigation
of the XCS accuracy function, including α, is beyond the
scope of this work. We will analyse the effect of ν in UCS
in section 3.

2.3 The role of ν
Rule fitness in UCS is a function of classification accuracy

and two heuristics, one of which is to raise accuracy to an
exponent ν. As noted in section 2.2, the UCS fitness func-
tion is derived from the XCS accuracy function, where ν
was introduced so that even small differences in error would
result in substantial differences in accuracy. Hence, there
is a rational for the functional form of ν (exponentiation),
but no rationale for particular values of ν, or theory about
the effect of adjusting ν. It is not clear what shape an accu-
racy or fitness function should have, and many appear in the
machine learning literature. Rather than committing to a
specific function, ν (and, in XCS, α) allow the shape of the
function to be adjusted, to some extent, for each problem,
and this tuning may result in better empirical performance.

The heuristic origins of ν contrast with fitness functions
which have been analytically derived from a formal theoret-
ical framework and are optimal under a given set of assump-
tions, such as the UCSpv fitness function [2]. Each approach
has its pros and cons. A theory-based approach offers more
guidance and certainty about how to design mechanisms and
set their parameters. On the other hand, it is more complex,
and often incomplete in that it relies on assumptions which
frequently do not hold. Furthermore, when the concern is
empirical performance rather than theoretical results, the-
ory is only a means to an end. Nonetheless, we feel that a
formal approach should be exploited up to the point that
it ceases to be useful. We feel LCS theory has relied too
much on heuristics and has certainly not reached the limits
of theory. We feel there is a need for existing heuristics to
be moved within a theoretical framework, and this motivates
the current work.

3. ANALYSIS OF ν

Although we discussed XCS in section 2, from now on we
consider only UCS. We divide our analysis of the effect of ν
into three parts: its effect on fitness (section 3.1), on genetic
search (section 3.2) and on classification (section 3.3).

erence is made to the incorporation of variance in action
selection in earlier LCS, but no connection is made between
XCS’s accuracy function parameters and action selection.
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Figure 3: Area under the accuracy curve on the 11
multiplexer with: a) the original ν parameter, b)
νGA = 10 and variable νpred, and c) νpred = 20 and
variable νGA. The top three curves show 0% noise
and the bottom three 25%. Curves are averages of
50 replications.

3.1 ν and fitness
In section 3.1.1 we explore the fitness equation as a math-

ematical object. We consider the effect of ν on a single rule’s
fitness, in isolation from other rules and indeed the rest of
UCS. In section 3.1.2 we run UCS with different values of
ν to evaluate its effect on classification accuracy.

3.1.1 Numerical examples of ν with a single rule
We repeat eq. (1) for convenience: Fi = γexp · accuracyν .

For simplicity, we assume rules have been well-evaluated, in
which case γexp = 1 and fitness simplifies to Fi = accuracyν .
Accuracy ranges from 0 (no inputs classified correctly) to 1
(all classified correctly) and can be taken as the maximum
likelihood estimate of the probability of correct classification
of a future input by the classifier. It is therefore a probabil-
ity. Since accuracy lies in the interval [0,1], so does fitness.
The two extremes of accuracy (0 and 1) are unaffected by
ν since 0ν = 0 and 1ν = 1, but other than these two cases,
as ν increases, fitness decreases. The decrease is monotonic
(in fact, strictly decreasing), so that for any two accuracies
a1 > a2 it follows that a1

ν > a2
ν and we can think of ν

as an accuracy discount factor. The limiting cases are il-
lustrative. As ν → +∞, fitness approaches a step function
which is 0 for all accuracies less than 1; this represents max-
imum pessimism in the accuracy estimate where only rules
of accuracy 1 are considered. In this case the class decision
becomes a majority vote among rules of accuracy 1.

Conversely, if we take ν as a non-zero natural number, ν =
1 represents maximal optimism, and in this case ν has no
effect. If we relaxed the constraints on ν so that it could be
any positive real number, as ν → 0, fitness would approach
the constant 1 function, which would certainly be optimistic;
all rules would be considered maximally fit!

The effect of ν on fitness depends on a rule’s accuracy:
at higher values of ν, low-accuracy rules lose much more
fitness due to ν than high-accuracy rules do. This is illus-
trated in fig. 1 which shows fitness (equal to accuracyν) as
accuracies and ν vary. (Compare with figure 5 in [2].) Fig-
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Figure 4: Area under the accuracy curve on the 6
parity when parameterising fitness in the GA and
prediction separately or jointly.

ure 2 shows the magnitude of change between accuracy and
accuracyν over the interval [0,1] and for various settings of
ν. Note that at the most pessimistic setting of ν = +∞ only
rules of accuracy 1 have non-zero fitness. This non-uniform
discounting of fitness is significant when rules of different
accuracies compete, as we will see in sections 3.2 and 3.3.

3.1.2 Optimising ν independently for the GA and
prediction

We now run UCS with different values of ν (1, 5, 10, 20, 30,
40, and 50) to see how it affects the classification accuracy of
UCS as a whole. We compare three conditions. Condition a)
uses the original ν parameter. The other two conditions deal
with the fact that, as discussed earlier, ν affects both genetic
search and prediction. In order to distinguish the effect in
the two processes we will alter ν independently in them.
We denote the parameter for prediction νpred and that for
the GA νGA. This yields two more conditions: condition
b) uses νGA = 10 (chosen for good results in preliminary
experiments) and variable νpred. Condition c) uses νpred =
20 (chosen in preliminary experiments) and variable νGA.

Method.
We use two datasets. The first is the 11 multiplexer

Boolean function which has 11 binary inputs, 2048 instances
and two class labels. The second is the 6 parity Boolean
function with 6 binary inputs, 64 instances and two classes.
In both cases we use a random 50%/50% train/test split
on each of 50 replications. Training consists of selecting
an input uniform randomly 50,000 times. At intervals of
1,000 training inputs (i.e. 50 times per replication) we eval-
uate UCS on the entire test set, which produces a learn-
ing curve for accuracy consisting of 50 points. We record
the Area Under the Curve (AUCAccuracy), which is sensi-
tive to both the slope and final accuracy. In some experi-
ments we add noise because it will reduce the accuracy of
all rules and so should interact with ν. To do so we flip
a certain percentage of the class labels of the training in-
puts. For the multiplexer the population size limit N = 400
while for parity N = 1600. Other parameter of UCS were:
θGA = 25, θdel = 20, θsub = 20, χ = 0.8, µ = 0.05 (see [1]).

Multiplexer results.
Figure 3 shows results for our three conditions: a) the

original ν parameter, b) νGA = 10 and variable νpred and
c) νpred = 20 and variable νGA. It repeats each twice, once
with 0% noise (the top three curves) and once with 25% noise
(the bottom three curves). 95% confidence intervals did not
exceed the size of the letters distinguishing the curves and
were not plotted.

In condition a), results with ν are consistent with [2].
With 0% noise, performance with ν < 10 is very poor but
with ν ≥ 10 AUCAccuracy is good (and does not improve
as ν increases). With 25% noise, AUCAccuracy with ν < 10
is again very poor but also declines somewhat for ν > 10. In
condition c), when varying νGA, results are almost identical
to those with condition a). In condition b), when varying
νpred, results are again almost identical to condition a) for
νpred ≥ 10 but νpred < 10 is significantly better than ν < 10
(i.e. the b) curves are higher than the a) curves between 0
and 10). This indicates that a lack of accuracy discounting
(i.e. when the exponent is 1, or more generally less than 10)
has a more severe effect in the GA than in prediction.

Parity results.
Figure 4 has results in the same format as fig. 3, except

that we do not repeat the experiments with noise added
because adding noise to the multiplexer was not very infor-
mative. As in the multiplexer experiments, if the variable
parameters are less than 10 then condition b) is better than
the other two cases. However, for settings above 10, instead
of the three cases being comparable, condition b) is worse
than the other two. The fact that the b) curve is quite flat
indicates that the νpred parameter has little or no effect.

Discussion.
The value of ν = 10 recommended in [11] gives good re-

sults in all experiments, although ν = 20 is preferable for the
(noiseless) parity problem. However, parity is a very unusual
function in that no accurate generalisations are possible in
the ternary language widely used with LCS. Therefore, the
multiplexer is likely a better guide for parameterisation.

We can draw the same conclusions from the multiplexer
and parity experiments: exponentiation of accuracy is needed
in both the GA and prediction in order to achieve good AU-
CAccuracy (i.e. ν = 1, νpred = 1 and νGA = 1 all result in
low AUCAccuracy) but there is no need to optimise them in-
dependently. These conclusions are, of course, based on only
limited experiments. In the following sections we consider
why ν has an effect on the GA and class prediction.

3.2 ν and genetic search
In section 3.1 we saw numerical examples of the effect of ν

on the fitness of one rule in isolation. We now look at numer-
ical examples of its effect on two rules, as they compete for
selection as parents. When the GA uses a selection method
which is sensitive to the magnitude (and not just rank) of fit-
ness, ν tunes selective pressure. The left of fig. 5 illustrates
the discounting effect of ν for rules of accuracy 3/4 and 1/2:
as ν increases, the fitness of the lower-accuracy rule becomes
negligible (near-zero) before that of the higher rule. What
is the probability of selecting these rules as parents using a
roulette wheel? For simplicity, assume an action set contains
only these two rules. The lower curve on the right of fig. 5
shows the ratio of the higher fitness to the lower fitness. As ν
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Figure 5: The effect of ν in an action set with rules of accuracy 1/2 and 3/4. Left: decline in fitness as ν
increases. Right: bottom curve shows exponential growth in ratio of fitnesses with ν (divided by 60 to fit in
figure). Top curve shows probability of selecting the more accurate rule with a roulette wheel. For reference,
probability 1.0 is shown by a dashed line.

increases, the ratio grows exponentially, hence the fitter rule
is exponentially more likely to be selected. To be precise,
using a roulette wheel, the probability of selecting a rule is
its fitness divided by the sum of the fitnesses in the action
set. The probability of selecting the higher-accuracy rule is
therefore (3/4)ν/((3/4)ν + (1/2)ν), which is shown by the
upper curve on the right of fig. 5. This curve is very close to
1 for ν = 10, which illustrates the very strong effect ν has on
selection pressure with a roulette wheel. It also suggests why
[2] found little improvement as ν was increased beyond 10:
the probability of selecting lower-accuracy rules could not
be reduced much further. With ν = +∞ a roulette wheel
will select uniform randomly from those rules with accuracy
1; in other words it always acts greedily. However, as the
right of fig. 5 suggests, a roulette wheel will very often make
a greedy selection even for modest values of ν.

This section has shown that exponentiation has a ma-
jor effect on selective pressure when using a roulette wheel.
Note, however, that since exponentiation is monotonic, ν
has no effect when a magnitude-insensitive method, such as
tournament selection, is used. Although fitness proportional
selection was used in the original UCS paper ([1] p. 216),
tournament selection was used in [11] (p. 101).

3.3 ν and prediction
We have seen numerical examples of how ν affects the

fitness of one rule in isolation (section 3.1), and of two rules
competing for selection as parents (section 3.2). We now see
how it affects the classification of test inputs when two or
more rules interact. We also link ν to statistical confidence
and margin theory.

Returning to figure 5 (left), note that the fitness of the
more accurate rule is higher than the fitness of the less ac-
curate rule for all values of v; exponentiation is monotonic
and cannot alter their ranking. Let us now suppose that
these two rules have different actions, and that each is the
only member of its action set. The support (eq. (2)) for
the action of the more accurate rule will be higher than the
support for the other action, regardless of the setting of ν.
This is true for any two action sets of size 1, except when

the rules have the same accuracy. Consequently, it is not
possible for ν to alter the classification made by UCS when
only two rules are involved.

To demonstrate that ν can alter classification we now con-
sider the first numerical example involving three rules. ν
can reverse the output of UCS, as shown on the left of fig. 6,
where the support for class 0 (S0) is a function of accuracies
0.9 and 0.5 while S1 is a function of accuracy 0.8. At ν ≤ 5,
S0 > S1 but for ν > 5, S1 > S0. The proportion of S0

contributed by accuracy 0.9 (that is, 0.9ν/(0.9ν + 0.5ν)) is
also shown on the left of fig. 6. For ν ≥ 10 virtually all the
support in S0 is contributed by the more accurate rule.

This reversal in the ordering of the supports occurs be-
cause the effect of ν is not constant over the range of ac-
curacies [0,1], as was illustrated in fig. 2. Note that the
“correct” ordering is not defined in our abstract example.

3.3.1 ν and voting margin
Machine learners distinguish two related kinds of mar-

gin: the geometric margin – a distance between a decision
boundary and data – and voting margin – the difference be-
tween supports for classes. We will consider only the voting
margin, which can be taken as a measure of confidence in
prediction; a low margin means a small change in the data
might alter the classification while a large margin would re-
quire a large change in the data before changing class. To
compute the voting margin for UCS we first normalise the
supports for an input to sum to one (not shown). Then, for
two classes: margin(current input) = Scorrect−Sincorrect.
The margin ranges from -1 to +1; correct predictions have
positive margin, incorrect negative.

Boosting [13] is a very successful meta-algorithm which
combines low-accuracy classifiers, produced by a base algo-
rithm, to create a high-accuracy classifier. One explanation
for Boosting’s success is that for inputs with small margin
(and hence low confidence) it adds new classifiers which in-
crease the margin.

“Boosting is particularly good at finding classi-
fiers with large margins in that it concentrates
on those examples whose margins are small (or
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Figure 6: Left: The effect of ν on supports for two action sets. The first has accuracies 0.9 and 0.5, the second
has accuracy 0.8. The output of UCS depends on the setting of ν. Right: The effect of ν on the margin for
supports 0.6 and 0.4 (upper curve) and 0.6 and 0.59 (lower curve). The maximum margin of 1 is shown with
a dashed line. ν has more effect on larger margins.

negative) and forces the base learning algorithm
to generate good classifications for those exam-
ples. This process continues even after the train-
ing error has reached zero, which explains the
continuing drop in test error.” [13] p. 5

We can rewrite this for UCS (verbatim text italicised):

UCS is particularly good at finding classifiers with
large margins in that it concentrates on those ex-
amples whose margins are small (or negative).
Such examples are covered by low-accuracy rules
whose low fitness forces the genetic algorithm
to delete them and generate better rules to re-
place them. This process continues even after the
training error has reached zero, which explains
the continuing drop in test error and population
size. The degree to which low accuracy results in
low fitness is parameterised by ν.

Hence, ν tunes the margin. We now illustrate the effect
of ν on the margin numerically. Assume we have only two
matching rules: a rule with the correct action and accuracy
0.6 and an incorrect rule with accuracy 0.4. The supports
are 0.6ν and 0.4ν and the margin = 0.6ν

0.6ν+0.4ν
− 0.4ν

0.6ν+0.4ν

(where the denominators normalise the supports to sum to
1). The margin is the upper curve on the right of figure
6. The margin increases with ν, and with ν = 10 is very
close to the maximum margin of 1. The lower curve shows
the analogous scenario with accuracies of 0.6 (correct) and
0.59 (incorrect). This margin also rises with ν, but roughly
linearly and is less than 0.5 even for ν = 50. This lower
margin can be interpreted as lower confidence that the action
with accuracy 0.6 really is preferable to that with 0.59. The
two margins in the right of fig. 6 illustrate that the effect of
ν on the margin is proportional to the margin itself. This
example shows that ν directly alters the margin.

We conclude this section by investigating the relationship
between ν, accuracy and margin empirically on the 11 multi-
plexer dataset. The experiments are as described in section
3.1.2, except that we record the margin rather than AU-
CAccuracy (i.e. in each replication we average the margin

Figure 7: Effect of ν on margin. 11 multiplexer with
0% noise (upper), 15% (middle) and 25% (lower).

Figure 8: Effect of ν on accuracy. 11 multiplexer
with 0%, 15% and 25% noise.
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on the final test phase over all test inputs). This is shown
in in fig. 7 with 95% confidence intervals. From top to bot-
tom, the curves show 0%, 15% and 25% noise respectively.
Clearly, the average margin does indeed change with ν.

For the same experiments, we also recorded UCS’s accu-
racy (not AUCAccuracy) on the final test phase, as shown
in fig. 8. The similarity in shape of the accuracy and margin
curves is striking (although the y-axis of accuracy ranges
from only 0.5 to 1 while that of margin ranges from 0 to 1).
Thus we have empirical support for the suggestion that ν
affects the margin (fig. 7), and that larger margins correlate
with higher accuracy (fig. 8). This link with margin theory
is a new way of understanding how LCS adapt.

4. CONCLUSIONS AND FUTURE WORK
We argue that effective fitness functions have always been

the key issue for Michigan LCS and that much further work
is needed in both designing new fitness functions from a
principled basis, and, as here, elucidating existing ones. We
have shown through numerical examples and empirical stud-
ies that ν affects both parent selection in the Genetic Algo-
rithm and class prediction. Results in section 3.1.2 suggest
little need to optimise the two processes independently, and
that the default value of ν = 10 works well. Nonetheless, we
have shown ν is an essential part of both the GA and class
prediction since UCS performs poorly if either lack ν. We
showed that ν tunes the voting margin, and hence connected
UCS (and LCS) to the literature on margins.

Although we have shown ν is needed in UCS, we have not
shown why. It is possible that without ν the GA lacks suffi-
cient selective pressure to make progress, but why does class
prediction need it? Without ν, low-accuracy rules must be
causing misclassifications, but why does UCS contain such
rules? The answer may simply be that they are new and
poorly-evaluated rules, whose low accuracy is temporarily
an overestimate of their true utility. The GA continually
generates such rules as a by-product of its search and their
presence seems a fact of life within online LCS. The inex-
perience discount of section 2.1 moderates their effect, but
perhaps not enough. We hypothesise that such rules are
the source of misclassifications with low ν. If so, remov-
ing the inexperience discount would make high ν even more
necessary, which would support this hypothesis. However,
analysis of the rules in action sets where low-accuracy rules
cause misclassifications at low values of ν would yield more
direct evidence of the origins of the problematic rules.

Since ν discounts the influence of lower-accuracy rules
compared to higher-accuracy rules, we can think of ν as an
accuracy discount parameter (section 3.1.1). It may even be
appropriate to consider ν as a way of expressing pessimism
in the quality of training data: for example, if we believe
the data is noisy, we could increase ν so that we rely more
on the most accurate rules. Preliminary results with noise
(figures 7 and 8) do not show an advantage of increasing ν
with noise but this may be because we used uniform noise,
which affects all rules. Future work could seek to establish
ν as a pessimism or noise-correction parameter.
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