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ABSTRACT

XCSF approximates function surfaces by evolving a suit-
able clustering of the input space, so that a simple – typ-
ically linear – predictor yields sufficient accuracy in each
cluster. With an increasing number of distinct output di-
mensions, however, the accuracy of local predictions typ-
ically decreases. We analyze the performance of a single
XCSF instance and compare it to the performance of a
multiple-instance XCSF, where each instance predicts one
dimension of the output. We show that dependent on the
problem at hand, the multiple-instance XCSF approach is
highly advantageous. In particular, we show that the more
local linearity structures differ, the more a modularized ap-
proximation by multiple XCSF instances pays off. In fact,
if modularization is not applied, the problem complexity
may increase exponentially in the number of approximately
orthogonally-structured output dimensions. To relate these
results also to current XCSF application options, we show
that the multiple-instance XCSF approach can also be ap-
plied to the problem of learning a compact model of the
Jacobian of the forward-kinematics of a seven degree of free-
dom anthropomorphic robot arm for inverse robot arm con-
trol in simulation.

Categories and Subject Descriptors

F.2.1 [Analysis of Algorithms and Problem Complex-
ity]: Numerical Algorithms and Problems; G.1.2 [Numerical
Analysis]: Approximation—approximation of surfaces and
contours, least squares approximation, nonlinear approxima-
tion; I.2.6 [Artificial Intelligence]: Learning

General Terms

Algorithms, Theory, Performance

Keywords

Modularization, Multi-Dimensional Problems, Function Ap-
proximation, Learning Classifier Systems, XCSF, Robotics
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1. INTRODUCTION
The function approximation version of the XCS learning

classifier system [18], which is called XCSF [22], approxi-
mates functions by means of locally-weighted piece-wise lin-
ear approximations. Each of these linear approximations are
generated by a classifier, whose condition determines where
the linear approximation applies and whose fitness deter-
mines its relative influence. As has been recently shown [9,
15], XCSF shares many similarities with the locally-weighted
projection regression (LWPR) algorithm [17], which is well-
known in the neuro-robotics literature [14].

While both LWPR and XCSF are generally defined as
function approximation systems that can predict multiple
output dimensions m simultaneously, a rather obvious al-
ternative is to predict the individual output dimensions sep-
arately with an approximation algorithm that comprises m
independent modules. However, it remains unclear when a
separate prediction may be advantageous. We investigate
performance of XCSF in functions with multiple output di-
mensions and show that a multiple-instance XCSF (which
we term miXCSF ) often shows superior performance, when
compared to (the single-instance) XCSF. Even in cases when
miXCSF does not yield better performance, the uncovered
linear structures present in the problem are still more re-
vealing than in the case of miXCSF. Only if the output di-
mensions differ maximally near-linearly from each other and
thus, if the locally linear structures in the input dimensions
have the same form for optimally predicting multiple out-
put dimensions, it is advantageous to model these dimen-
sions commonly with XCSF. In these cases, the miXCSF
approach requires a linear computational overhead of factor
m – much better than for the cases where the locally linear
structures are near orthogonal to each other, in which case
the computational complexity of XCSF increases exponen-
tially in m. Finally, we show that miXCSF can also learn to
control the kinematics of a robot arm similarly to XCSF –
scaling up to seven degrees of freedom in 3D.

The remainder of this paper is structured as follows. First,
we introduce XCSF and miXCSF formally. Next, we intro-
duce the evaluation function and show the resulting per-
formance of the system. Finally, we show performance on
an inverse kinematics learning problem, where – besides the
modularization of the output dimensions introduced in this
paper – context dimensions for the conditions are separated
from the input dimensions for the predictions, as introduced
elsewhere [5, 8]. Summary and a future outlook conclude the
paper.
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2. XCSF WITH MULTIPLE OUTPUT
While Learning Classifier Systems were introduced by John H.

Holland [11], its most prominent implementation, XCS, was
introduced in 1995 [18]. XCS has been successfully ap-
plied, for example, in binary classification tasks [18, 2], data
mining problems [1, 20], and function approximation prob-
lems [21, 22, 13, 3]. In the function approximation case,
XCS is termed XCSF.

In this paper, we investigate XCSF for the approximation
of functions [22, 7], as well as for learning the Jacobian of
the forward-kinematics of a robot arm for inverse control
[5]. While the general XCSF system setup is according to
the referenced papers [5, 7], we now first give a semi-formal
introduction to XCSF to be able to properly reference the
modifications and manipulations of the system introduced
in this work.

2.1 Learning Multiple Outputs
Let f : R

n
→ R

m,x 7→ y be a function with n input
dimensions and m output dimensions. In the case of a lin-
ear predictor, one element may approximate the function
with a model that consists of m times n weights wji and m
intercepts cj .

w11x1 + . . . + w1nxn + c1 = y1

...
...

wm1x1 + . . . + wmnxn + cm = ym

(1)

If a predictor learns all m outputs at once, it essentially
needs to employ m different linear models – one for each
output. Alternatively, the function can be split into m sepa-
rate functions fj(x1, . . . , xn) = yj , where each single-valued
function fj(x1, . . . , xn) can be approximated separately.

In the general case, XCSF approximates such a function
f by means of a population of maximally N classifiers. This
population is evolved to optimize the approximation stress-
ing locality, compactness, and accuracy. Each classifier con-
sists of two major components: its condition and its pre-
diction. The condition specifies in which sub-area(s) of the
problem space the classifier is applicable, that is, where it
matches. The prediction approximates the function f lo-
cally by adapting weights wji and intercepts cj , as defined
above. Moreover, each classifier maintains a prediction error
estimate, which represents a moving average over the en-
countered absolute prediction errors. Finally, a fitness value
is maintained, which represents the moving average of the
scaled accuracy of the classifier, relative to the competing
overlapping classifiers.

Two main learning mechanisms are applied by XCSF: a
gradient-descent mechanism adapts the linear model main-
tained in the prediction part of each classifier; a steady-state
evolutionary algorithm adapts the condition structure. The
evolutionary algorithm relies on the fitness value and addi-
tionally stresses locality and generality due to its local re-
production combined with population-wide deletion mecha-
nism. Mutation and crossover cause the necessary variation
of classifier conditions, searching for the best local struc-
ture. In sum, XCSF evolves a population of classifiers with
the goal of accurate and maximally general approximations.

We compare XCSF’s performance, when all m outputs are
predicted with one XCSF instance, with the performance of
a multiple-instance XCSF, which employs individual XCSF
modules for predicting each output dimension separately. In

this latter case, we refer to the XCSF system by miXCSF –
an XCSF that consists of multiple XCSF instances. While
the individual instances in miXCSF work currently rather
independent from each other, future research should evalu-
ate potential interactions. The only interaction between the
individual XCSF instances in miXCSF that takes place in
this work is when controlling a robot arm, where the inverse
is computed from the combined linear forward mappings of
the m XCSF instances.

2.2 XCSF Settings
In all experiments reported in this paper, we used the

XCSF setup that was reported in [5] for the investigated
function approximation problems and the similar settings
for the context-dependent prediction case reported in [7].
In particular, we use XCSF with rotating, hyper-ellipsoidal
conditions, that is, general Gaussian kernels, which were
first introduced in [6]. Moreover, each classifier learns a
linear prediction, that is, the values wji and cj , which is
computed by recursive least squares approximation – the
superiority of which as well as its mathematical foundations
integrated into the XCSF system are detailed elsewhere [10,
12]. While we keep all parameter settings in XCSF at their
usual values, we manipulate the error threshold ε0 and the
population size N over the reported experiments, revealing
their respective performance influences1.

3. SINUSOIDAL FUNCTION
With the definitions of XCSF in hand and the option to

modularize output approximations, we now first analyze the
performance of the respective system in a rather simple sine-
wave approximation. We consider the following function:

fα(x1, x2) = [ sin(2π(cos(α)x1 + sin(α)x2)), (2)

sin(2π(sin(α)x1 + cos(α)x2))],

where α is a parameter of the function, which controls the
interaction of the two input dimensions. For α = 0, the
two output values are independent from each other (cf. Fig-
ure 1(a)), whereas for α = π/4 the output values are iden-
tical. Thus, we manipulate the α values and compare the
performance of XCSF with that of miXCSF.

3.1 Independent Case
As explained above, XCSF structures its classifier condi-

tion for accurate local linear predictions. Since generality
is stressed as well in the evolutionary process, XCSF es-
sentially searches for condition structures that can cover a
maximally large problem subspace while maintaining an ap-
proximation error below the error threshold ǫ0. In the case

1If not stated differently, the parameters of XCSF were set
as follows: α = 1, β = 0.1, δ = 0.1, ν = 5, χ = 1, θdel = 20,
θsub = 20. The mutation probability for each element of the
condition is set to one over the number of elements, e.g.,
µ = 1/5 = .2 for the two-dimensional case. If mutated, cen-
ter values are mutated within the receptive field bounds, the
stretches are decreased or increased in size maximally dou-
bling or halving their current size; the angles are uniformly
changed by maximally 45. The initial radius of receptive
fields is taken uniformly random from [0.01, 1]. Uniform
crossover, GA subsumption, and tournament selection with
τ = 0.4 are applied. Condensation [19] commences after
80% of the learning iterations. The GA application thresh-
old θGA = 50 for function approximation θGA = 200 for the
robot arm control experiments.
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Figure 1: Independent sinusoidal function: (a) The
function surfaces of the two output dimensions.
(b) Classifier condition clustering of the input space
(shown at 20% of their actual size) when learning
both functions at once – a checkerboard structure.
(c) & (d) Learning the outputs individually yields a
much more general clustering.

of function f0(x1, x2) the best partitioning for predicting y1

are slices that partition the input dimension x1 to identify
the local linearities. On the other hand, for y2, input dimen-
sion x2 needs to be partitioned. Thus, these partitionings lie
orthogonal to each other. If normal XCSF is applied in this
case, these partitionings need to be combined, consequently
requiring the development of a checkerboard structure [16].

Figure 1 shows the difference in the input space clustering
for the combined and the separated outputs. The popula-
tion size was set to N = 2000 for XCSF and N = 500 for
the individual instances in miXCSF. The mean absolute pre-
diction error as well as the evolving population size of the
combined and separated approach are compared in Figure 2
for an error threshold of ε0 = 0.01. As can be seen, even with
a population size that is four times as large as the size of the
individual modules in miXCSF, performance of XCSF does
not reach an equally low error. Moreover, miXCSF shows
strong generalization pressure towards the end of the run.
The high standard deviations in the average generality of
all classifier conditions shows that the generality starts to
drift, which is due to conditions that reach far out into un-
defined input areas. Note also that upon condensation the
prediction error drops in miXCSF whereas it slightly rises
in the case of XCSF. This is the case because XCSF devel-
ops a checkerboard-structure with high overlaps, resulting
in strong genetic drift and thus potential subspace loss dur-
ing condensation [4]. miXCSF, on the other hand, mainly
benefits from deleting erroneous evolutionary overhead.

When the target error threshold is set to ε0 = 0.002 (Fig-
ure 3), XCSF cannot reach the target error any longer, yield-

ing actually worse performance than for ε0 = 0.01 due to the
lack of proper fitness pressure. miXCSF, on the other hand,
reaches this low error with a population size of N = 1000
for each model. Thus, in this – admittedly rather extreme
– case, a modularization of XCSF is highly advantageous.

Interestingly, a similar effect was previously reported for
the case of the input space [3]: when combining the out-
puts of the two sinusoidal function by, for example, simply
summing them and having XCSF predicting the sum, the
structure is comparable to the one reported here for XCSF
predicting two output dimensions – in both cases, the clas-
sifiers have to take both input dimensions into account.

In the above example, the separation of the output dimen-
sions is useful from several viewpoints: (a) Reduced overall
population size and thus less computational demand; (b)
Improved approximation performance due to better input
space partitioning; (c) Better structural analysis, revealing
output dimension-respective local linearities.

Taking another look at the artificial problem in Figure 1,
we see that the individual sine functions require a linear
complexity in terms of population size and the condition
structure aligns to the problem structure. In contrast, when
combining the two sine functions, a quadratic complexity
and only little structure beyond a checkerboard is left. Thus,
the population size can be reduced for the individual prob-
lems such that even the sum of individual populations sizes is
less then the population size required for learning the all-in-
one problem. In fact, to reach a comparable approximation
performance for a function with orthogonal sine functions in
m output dimensions, the population size necessary will in-
crease exponentially in m – as has been discussed elsewhere
also for the summed output case [3].

In the presented case, however, the modularization is rather
obvious and in the usual case there are dependencies be-
tween the output dimensions of a multidimensional func-
tion. Thus, we now proceed and increase parameter α of
the introduced function towards π/4.

3.2 Increasing Dependency
When increasing parameter α of function fα(x1, x2) to-

wards π/4 the optimal structure for the two output dimen-
sions becomes increasingly similar. For a value of π/4, both
sine waves become identical with the wave being stretched
out orthogonal to the diagonal from [0, 0] to [1, 1].

Table 1 reports average approximation error results for
XCSF and miXCSF (error of first module) with increasing
α values for various settings of the target error threshold ε0

and population size N after 80, 000 learning iterations – and
thus before condensation starts – and after 100, 000 learning
iterations. Several interesting observations can be made:
First, miXCSF consistently yields very low-error results.
For N = 2000 all error thresholds ε0 are met and maintained
also during condensation. For N = 1000 the lowest error
threshold ε0 = .002 is not quite perfectly met anymore for
the functions with increasing α, indicating the difficulty to
stretch the ellipsoidal conditions in the perfect way. For N =
500 the lowest error threshold ε0 = .002 cannot be met for
all values of α. After condensation for the case of N = 500
and – to a lesser degree – also for the case of N = 1000 the
error actually increases significantly. Investigations of the
final classifier distributions (not shown) indicated that large
corner areas may be lost and taken over by classifiers with
larger receptive fields, which actually work better in more
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Figure 2: With an error threshold of ε0 = 0.01 miXCSF outperforms XCSF in the number of classifiers
required to reach the target error. Also generalization is much higher in miXCSF.
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Figure 3: An even lower error ε0 = 0.002 prevents XCSF from learning whereas miXCSF, with N = 1000 for
each module, yields a highly accurate module.

central areas of the input space. Condensation thus needs
to be applied with care.

Second, XCSF yields comparably good results only for
α values very close to π/4. When comparing the achieved
error values with the same number of classifiers, that is,
when comparing XCSF with N = 2000 and N = 1000 with
miXCSF with N = 1000 and N = 500, respectively, perfor-
mance is equal only for α = π/4 and α = 9π/40. Already
for α = 8π/40 = .628 miXCSF yields better performance.
Thus, the advantage of maintaining a single XCSF mod-
ule for predicting multiple output dimensions is marginal.
Moreover, the overhead of running miXCSF with the popu-
lation size that was chosen for XCSF in each module is linear
in m, whereas the problem complexity may increase expo-
nentially in m when running only one XCSF in unfavorable
problem structures – such as close-to orthogonal structures
for α values close to zero in our evaluation function.

4. LEARNING LOCALLY LINEAR JACO-

BIANS
To test the general applicability of miXCSF, we now move

on to the problem of learning the Jacobians of the forward

kinematics of a robot arm, which was introduced elsewhere
[5, 8]. We evaluate if a modularization is useful and if the in-
version necessary for control can still be accomplished prop-
erly.

4.1 Robot Arm Kinematics
To control a robot arm in a goal-directed way, goal lo-

cations in the task space need to be translated into joint
movements in joint space. The mapping from joint space to
task space is called the forward kinematics mapping. For
goal-directed movements, however, the inverse kinematics
mapping, that is, the mapping from task space locations to
joint space configurations is more important. However, be-
cause in most cases a robot arm has redundant degrees of
freedom, this inverse kinematics mapping is under-defined
because multiple joint configurations can yield the same end-
effector location. Thus, this redundancy needs to be resolved
– either by adding constraints during learning, consequently
establishing one particular inverse kinematics mapping, or
by learning a full redundant model of the arm and resolving
redundancies dependent on the current task at hand.

We follow the latter road. In particular, XCSF learns
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Figure 4: XCSF approximates the Jacobian of the forward kinematics of a robot arm highly reliably in the
arm with two degrees of freedom.
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Figure 5: miXCSF also approximates the Jacobian of the forward kinematics of a robot arm highly reliably
in the arm with two degrees of freedom. Performances for the single XCSF case and the miXCSF are
comparable. Neither disruptions nor performance degradations can be observed.

the velocity kinematics, that is, the Jacobian of the for-
ward kinematics of an arm context-dependent on current
joint configurations [5]. More formally, XCSF learns a lin-
ear mapping from angular changes q̇ to location changes
of the end-effector ṫ, locally dependent on the current arm
configuration q.

Given a certain desired movement direction of the end-
effector ṫ and the current joint configuration q, the learned
mapping can be inverted and used for control. Since XCSF
approximates the Jacobian by locally linear mappings ex-
pressed with classifiers, these mappings can be easily in-
verted and, meanwhile, redundancy can be resolved depen-
dent on current additional task constraints, as has been
shown elsewhere [8]. In this work, we simply add the con-
straint of tending towards a centered angular posture. In
miXCSF , the full forward mapping needs to be constructed
first from individual prediction vectors of each module. To
generate the prediction vectors, we combine the individ-
ual vectors of experienced classifiers in the current match
set weighted on respective receptive field activity, that is,
weighted on the activity of the classifier condition. We

present results for a simple two degree of freedom arm and
an anthropomorphic, seven degree of freedom (DoF) arm.

4.2 Structure in a 2-DoF Arm
We first apply XCSF to an exemplary, planar 2-DoF arm

with limb lengths l1 = 1.4, l2 = 0.9 and angular ranges
q1, q2 ∈ [−π, π] to explore the structures that are devel-
oped by XCSF in comparison to miXCSF. Performance of
XCSF is shown in Figure 4 for XCSF and in Figure 5 for
miXCSF with two modules predicting the two end-effector ṫ
dimensions. The population size was set to N = 8000 for
XCSF and N = 4000 for miXCSF, thus requiring a compa-
rable number of computational resources in time and space.
As can be seen, both systems reach the targeted error of
ε0 = .0001 in a similar manner and with comparable pop-
ulation sizes. Also the reliability of reaching goal locations
shifts up to one quickly while the path efficiency reaches a
high level as well. The path efficiency of miXCSF remains
on a lower value slightly longer but the shift to a path op-
timality close to one occurs at a similar number of learning
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Table 1: Performance (average approximation error)
of XCSF (mi=1) compared to miXCSF (mi=2) with
various settings for function parameter α, target er-
ror threshold ε0, population sizes N . Performance
(average error) is reported after 80, 000 (80k) itera-
tions (before condensation starts) and after 100, 000
(100k) iterations.

N=500 N=1000 N=2000
α mi ε0 80k 100k 80k 100k 80k 100k

0 1 .010 .019 .061 .009 .028 .006 .011
1 .005 .027 .065 .012 .030 .005 .013
1 .002 .037 .063 .022 .033 .010 .015
2 .010 .004 .003 .003 .001 .003 .001
2 .005 .003 .002 .002 .001 .002 .000
2 .002 .004 .005 .002 .001 .001 .000

.157 1 .010 .019 .062 .009 .027 .006 .010
1 .005 .027 .057 .012 .029 .005 .012
1 .002 .036 .060 .021 .030 .009 .014
2 .010 .004 .003 .003 .001 .003 .001
2 .005 .004 .003 .002 .001 .002 .000
2 .002 .004 .005 .002 .001 .001 .000

.314 1 .010 .017 .047 .008 .023 .006 .008
1 .005 .024 .049 .010 .024 .005 .010
1 .002 .035 .055 .019 .027 .009 .012
2 .010 .004 .011 .003 .001 .003 .001
2 .005 .004 .009 .002 .002 .002 .001
2 .002 .005 .009 .003 .003 .001 .001

.471 1 .010 .013 .036 .007 .016 .005 .005
1 .005 .019 .038 .007 .018 .004 .008
1 .002 .031 .044 .017 .020 .006 .009
2 .010 .004 .013 .003 .002 .003 .001
2 .005 .004 .015 .002 .005 .002 .001
2 .002 .005 .013 .003 .005 .001 .001

.550 1 .010 .011 .029 .006 .013 .004 .004
1 .005 .016 .031 .006 .015 .003 .006
1 .002 .028 .036 .014 .016 .005 .007
2 .010 .005 .018 .004 .003 .003 .001
2 .005 .004 .014 .002 .004 .002 .001
2 .002 .005 .013 .003 .009 .001 .001

.628 1 .010 .009 .023 .006 .008 .004 .004
1 .005 .012 .022 .005 .011 .003 .003
1 .002 .022 .027 .010 .012 .003 .005
2 .010 .004 .013 .003 .003 .003 .001
2 .005 .004 .016 .002 .006 .002 .001
2 .002 .005 .013 .003 .007 .001 .001

.707 1 .010 .007 .020 .005 .008 .004 .003
1 .005 .007 .014 .004 .010 .003 .002
1 .002 .017 .017 .006 .007 .003 .004
2 .010 .005 .015 .004 .004 .003 .001
2 .005 .004 .014 .002 .006 .002 .001
2 .002 .005 .013 .003 .007 .001 .001

.785 1 .010 .005 .016 .004 .003 .003 .001
1 .005 .004 .018 .002 .004 .002 .001
1 .002 .005 .013 .002 .007 .001 .001
2 .010 .005 .015 .004 .003 .003 .001
2 .005 .004 .016 .002 .005 .002 .001
2 .002 .005 .013 .003 .006 .001 .002

Figure 6: Learning both outputs at once results in
a fine-grained clustering with little structure. Con-
ditions are shown at 20% of their actual size.

(a) dimension ṫ1 (b) dimension ṫ2

Figure 7: When miXCSF predicts individual sub-
problems, the structuring becomes more distinct in
particular joint configuration subspaces.

iterations. Thus, performance of both systems is compara-
ble.

Considering the developed structures of the two approaches,
Figure 7 shows that indeed miXCSF detects more non-linearities
in comparison with XCSF (Figure 6). While XCSF is forced
to shrink its receptive fields further because local linearities
appear to lie partially orthogonal to each other, miXCSF
can exploit additional output dimension-respective lineari-
ties and thus exhibits more elongated receptive fields as well
as partially wider receptive fields. Thus, once again more
structure is revealed without any loss in performance.

4.3 Learning a 7-DoF Arm Control Model
The benefit of model separation may become even stronger,

when more output dimensions are involved. Thus, we now
proceed and apply XCSF and miXCSF to a full 7-DoF an-
thropomorphic arm. The kinematic specifications are illus-
trated in Figure 8. In particular, the arm has a total length
of 100 cm. Rotation axes q1, . . . , q7 are drawn as dashed
lines; the two rotary joints are depicted with a circle. Joint
angles are restricted to q1 ∈ [−1.0, 2.9], q2 ∈ [−1.5, 1.5], q3 ∈

[−1.0, 1.0], q4 ∈ [−0.0, 2.8], q5 ∈ [−0.7, 1.0], q6 ∈ [−1.5, 1.5],
q7 ∈ [−0.5, 0.7]. Similar to the 2-DoF case, the maximum
rotation velocity is restricted to 0.01 radians per step. Simi-
lar to a human arm, the shoulder has three DoFs, the elbow
allows for two DoFs, and the wrist offers another two DoFs.
With all angles qi = 0 the arm is fully extended, while Fig-
ure 8 shows an almost centered configuration.

Performance in this setup is shown in Figure 9 for XCSF
with N = 12000 classifiers and in Figure 10 for miXCSF
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Figure 8: An illustration of the tested seven degree
of freedom anthropomorphic arm setup.

with N = 4000 classifiers. The target error threshold was
set to ε = .001. As in the two DoF case, the performance
is comparable, as are the developed population sizes. Arm
reaching reliability and path efficiency both reach a very
high level. Thus, these results do not only show success-
ful performance of XCSF for a seven degree of freedom an-
thropomorphic arm for the first time, but also show that
the modularized miXCSF can be successfully applied in this
setting, where the conditions cluster the contextual joint
configuration space and the predictions learn a linear model
from joint configuration changes to end-effector changes.

5. SUMMARY AND CONCLUSION
While XCSF has originally been introduced of forming

locally linear models over potentially many output dimen-
sions, this work suggest that in most cases a modularization
of XCSF is advantageous. That is, running m XCSF in-
stances, each predicting one of the output dimensions, yields
comparable or better performance when setting the max-
imum population size of each module to N/m. Only in
the extreme case, when the outputs depend on the input
in nearly the same way, a modularization may yield weaker
performance. From the scalability perspective, however, the
results indicate that a modularization with a population size
of N for each module yields a linear computational overhead
of m. On the other hand, if modularization is not applied,
the problem complexity may grow exponential in m in the
worst case. Thus, if the dependencies of different output
dimensions are unknown, it seems always a good idea to use
individual XCSF instances for each dimension. Moreover,
individual XCSF instances offer themselves for an easy par-
allelization on multi-core processors.

Besides these insights, the results point out that an auto-
matic process of merging potentially highly similarly struc-
tured output dimensions, starting with a full modularization
may yield advantages. Also, as has been previously shown
in [3], even in the one-dimensional output case, the problem
may exhibit a checkerboard structure, thus scaling exponen-
tially in the orthogonally-structured, but summed input di-
mensions, when working with locally linear approximations.
Thus, automatized mechanisms to predict individual com-
ponents of a single output dimension may prove to be highly
advantageous. It remains an open question, if a proper mod-
ularization signal can be derived from a single error measure.

Also more interactions amongst individual XCSF modules
may be useful – such as structural exchanges by means of,
e.g., cross-module crossover operators. The number of suc-
cessful exchanges may then also be used as an indicator for
structural correlations amongst distinct output dimensions.

In this work, the first step towards flexibly modularized
XCSF versions was done and we are convinced that for mul-
tiple output dimensions a modularized approximation with
multiple XCSF instances is generally the way to go. The
outlined future work options, however, suggests that XCSF
versions that modularize where appropriate may still excel
the current version in various respects.
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Figure 9: XCSF learns an accurate approximation of the Jacobian of the forward kinematics of the anthro-
pomorphic arm simulation. The Jacobian is also highly capable of producing efficient goal-directed behavior.
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