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ABSTRACT

Predicting optimal size and mix of future transportation
fleets is of great importance to defence logistics planners
but faces some challenges. Firstly, the future is uncertain
because the environment changes constantly and adversaries
are highly adaptive. Secondly, optimising a large heteroge-
neous transport fleet is inherently complex. Heuristic-based
optimisation techniques are therefore often applied that pro-
vide approximate solutions to support the decision making
in such complex problems. However, heuristic-based meth-
ods act as black boxes and do not offer insights into the rela-
tionships between future scenarios and the solutions found.
In this paper, we use an evolutionary rule-based approach to
understand these relationships. A multi-objective Learning
Classifier System (LCS) is employed to learn interpretable
patterns of future scenarios and to associate them with the
best performing heuristics under given conditions. To ac-
complish this, two novel reward functions are introduced
that assign credits to classifiers based on the multi-objective
performance of the predicted heuristics. Results show that
LCS generalises well to relate scenario characteristics with
Pareto optimal heuristics.
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1. INTRODUCTION

Michael E Porter, a world renowned expert on corporate
and competitive strategy, contended that operational effec-
tiveness and strategy are both essential to superior perfor-
mance, which, after all, is the primary goal of any enter-
prise [9]. He further defined operational effectiveness as any
number of practices that allow a company to better utilize
its inputs by, for example, reducing defects in products or
developing better products faster. Vehicle fleets of large or-
ganisations, such as land-based military forces, significantly
contribute to operational effectiveness across all battlefield
operations systems. For example, in a military context and
from the organisation’s point of view, one objective is the
fleet’s ability to negotiate diverse terrain quickly and under
adverse environmental conditions. Another objective is to
build the capacity to sustain prolonged and sizeable opera-
tions. Both these objectives depend heavily on the force’s
core transport capability. Designing and optimising such a
capability in a manner that meets operational requirements
and, at the same time, is cost efficient therefore is of utmost
importance to any military land force.

The strategic significance of optimising military vehicle
fleets is matched by the complexity of the problem. Deter-
mining the optimal mix of a large heterogeneous transport
fleet is computationally costly, mainly because the large-
scale problem is hard to decompose and combinatorially
complex. Inherent to the problem is the interaction be-
tween three NP-complete sub-problems; these are: schedul-
ing, routing, and bin-packing. Producing an exact solution
of any of these problems within an acceptable time period
is very unlikely. To further complicate things, the optimisa-
tion needs to be carried out in an environment which is con-
stantly changing and is inherently uncertain. Thus heuristic
or approximation methods are often employed.

Generally, several heuristics are applied simultaneously at
different levels to address a complex problem, such as mil-
itary transport fleet estimation. One shortcoming of these
approaches is that they act as black boxes and do not pro-
vide any insight into the relationships between the future
scenarios and the solutions found. For example, it is not
clear which heuristic would create the best solutions in a
peace keeping scenario as opposed to a humanitarian sup-
port scenario. In this paper, we attempt to address this
issue using an evolutionary rule-based ensemble approach.
While the general problem of vehicle routing and scheduling
is long established and well studied in the literature [10][7],
the nature of the problem varies from one industry to other



due to varying sets of operational requirements and con-
straints. Subsequently, tailored heuristic or approximation
methods are often applied to specific problems. In this pa-
per, we used an in-house developed heuristic framework for
land-based military vehicle fleets as our base optimisation
method. It is worth noting though that the rule-based ap-
proach is generic in its application and is not restricted to
the set of heuristics used in the current work.

The proposed evolutionary rule based fleet estimation me-
thodology works in three stages. In the first stage, sce-
nario data is collected from a high fidelity defence logistics
simulation engine using an attribute-based representation.
Scenario features may relate to the emerging requirements
and changing resource utilisation in a dynamic environment.
Features may also include exogenous information relating to
the operational environment. In the second stage, a Learn-
ing Classifier System (LCS) enhanced with multi-objective
reward functions is used to learn a knowledge based repre-
sentation of the scenario space from the data collected in
the first phase. The goal of the LCS is to learn to asso-
ciate best performing heuristics for future scenarios. In the
third stage, the best set of rules learnt by LCS are used to
choose heuristics that would find the largest number of opti-
mal solutions for specific realisations of the future scenarios.
This rule-based fleet estimation methodology is developed as
part of a large-scale software simulation environment for the
operations and management of Australian Defence Force’s
(ADF) integrated logistics system.

Previously, learning classifier systems have been applied
to solve a single objective optimisation problem in a hyper-
heuristic framework [8]. In the classification domain, multi-
objective optimisation techniques have been applied to evol-
ve maximally general rules by considering accuracy and gen-
eralisation as two competing objectives [3]. To the best
of our knowledge, the study presented in this paper is the
first attempt to apply learning classifier systems to an in-
trinsically multi-objective problem. Two variants of multi-
objective reward functions are introduced that assign credits
to classifiers based on the performance of predicted fleet es-
timation heuristics measured on multiple objectives.

The rest of the paper is organised as follows: in Sec-
tion 2 we provide the formal description of the fleet esti-
mation problem. The proposed rule-based fleet estimation
approach is detailed in Section 3. The experimental setup
for a land-based fleet estimation environment are presented
in Section 4, and results are described in Section 5. The
paper concludes in Section 6.

2. MODULARISED FLEET MIX PROBLEM

A modularised fleet comprises trucks and trailers that can
be configured to task specific variants able to carry par-
ticular payloads or to perform specialist functions. These
configuration changes are achieved through the additions of
appropriate ‘modules’. For example, a base vehicle chassis
can be converted to a cargo carrying truck through the addi-
tion of a flat rack and an ISO container, to a refuelling truck
through the addition of a bulk liquid tank, to an ambulance
vehicle through the addition of an ambulance shelter, and so
on. Essentially, the concept of modularisation separates the
payload task functionality from the mobility and manoeu-
vrability functions of the vehicle chassis, such that vehicles
can swap modules fast and without difficulty in order to
meet a diverse set of mission requirements.
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The Modularised Fleet Mix Problem (MFMP) can be de-
scribed as follows [2]:

A deployed military force has a range of mobility
tasks to be undertaken utilising a heterogeneous
modularised vehicle fleet incorporating truck andor
trailer operations. The deployed military force
along with its vehicle fleet is distributed among
many locations in an area of operation. Each mo-
bility task is characterised as requiring a number
and range of modules to be moved between loca-
tions, to meet a priority for movement, within
time window constraints. Fach truck and trailer
type has characteristics in terms of its ability to
carry a particular range and number of modules
and its ability to move across particular terrain
classifications at particular speeds. The problem
is to select trucks, trailer and module assets to
provide the best fleet outcomes. The fleet miz op-
tions are to be assessed against several efficiency
and effectiveness criteria.

A formal, mathematical definition of the MFMP can be
found in [2].

3. METHODS

Figure 1 gives an overview of the multi-objective rule-
based heuristic selection methodology. In the data sourcing
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Figure 1: Evolutionary Rule-based Heuristic Selec-
tion Methodology.

phase, scenario data are collected from a defence logistic sim-
ulator that employs a heuristic-based solver. The simulator
is augmented to compute and record features relating to sce-
narios and performance measures. In the data mining phase,
an LCS is used to learn patterns from the scenario space in



the form of generalised rule sets which predict behaviour
of each constituent heuristic under given scenarios. Finally,
the best performing rule set is used to select heuristics for
new scenarios. The following sections provide a detailed de-
scription of each step.

3.1 Data Sourcing

The premise of this phase is to collect large amounts of
data pertaining to the performance of various heuristics em-
ployed to address the MFMP under diverse environmental
conditions. These performance data can then be used to
train the machine learning algorithm and mine useful pat-
terns to build the rule-based ensemble. We used the stan-
dard Monte Carlo simulation method to generate a large
number of scenarios; however, we could have also used more
sophisticated scenario generators that take into account se-
mantic grammars, see e.g. [5]. A scenario typically comprises

e a variable number of tasks of different types with vari-
able start and finish times. Here a task usually consists
of moving goods or troops between locations;

a set of constraints that must be met to carry out these
tasks; and

a set of available resources (fleet and personnel to op-
erate that fleet) along with their corresponding con-
straints.

In addition, a scenario may also include probabilistic infor-
mation on the uncertainties that affect tasks and resources,
such as the likelihood of bad weather delaying task start
times or of a vehicle failing during a particular mission. Once
a scenario is generated, it is presented sequentially to a set of
heuristics. Each heuristic iteratively solves a scenario by as-
signing resources to tasks and providing the estimated fleet
mix required to meet the demands in that scenario. New
resources may need to be created to fulfil unassigned tasks.
In each iteration, the sets of tasks and resources are updated
according to the new allocations, and features are extracted
from the updated scenario environment. The features can
be extracted or recorded at two levels. Global features, such
as the vector containing the total number of tasks of each
defined type, are computed across scenarios at an aggrega-
tion level. Local features, such as the time taken to complete
one task, are extracted at the scenario level. The features
can further be classified according to task and resource cate-
gories. For instance, features in the task category may relate
to temporal, spatial or type information about tasks, while
the features in the resource category may relate to the trans-
portation resources, such as vehicle types and speeds, or to
the transportation network, such as road types and speeds.
Finally, performance measures such as the overall cost of the
estimated fleet or the cost of fulfilling a single task can be
computed and included in the feature vectors at both levels.
In this work, we have focussed only on scenario level heuris-
tic optimisation using global features. The features used in
our empirical study are listed in Section 4.

3.1.1 Heuristics

The set of heuristics we use is derived from an adapted ver-
sion of the generate-mix-improve (GMI) solver [2] that uses
a modular agent based approach to provide just-in-time so-
lutions. It works in three stages. In the first stage, a single
feasible solution is generated for a given logistics scenario
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using a cost-based policy. A solution here may simply re-
fer to a plan that can complete effectively and efficiently
all the tasks in a given scenario using the suggested fleet
mix. This is accomplished by using a combination of cost
based sorting criteria to obtain an ordered list of all the re-
quirements and available resources and then assigning tasks
in sequence to the first available resource that can service
a request feasibly. New resources are generated and added
to the available resource list to fulfil any unmet demands.
There are three key modules or agents that form the basis of
solution heuristics in the first stage. These are scheduling,
routing and combination agents. Each of these agents enu-
merates the complete list of tasks, routes and vehicle-trailer
combinations respectively and sorts them using given crite-
ria. Feasible solutions are then generated using constraint-
based filters. Once a solution is generated, it is evaluated
for various costs by simulating the obtained schedule.

Algorithm 1 GMI Solver [2]

1: Stage 1:

2: Initialise SList, to empty

3: for each task T in the sorted task list do

4:  while a vehicle-module combination is available based
on 7' do
5: Select one combination C' according to the heuristic
6: while a route is available based on T" and C' do
T Select one route R according to the heuristic
8: while a set of modules exist based on T',C,R do
9: Select a set of modules M according to the
heuristic
10: break
11: end while
12: while there is a vehicle based on T,C,R do
13: Obtain vehicle V' according to the heuristic
14: Reset the available time of V' and M
15: break
16: end while
17: end while
18:  end while
19: end for
20: Add or update SList using the obtained schedule
21: Stage 2:
22: Recursively call Stage I under given time constraints
and update SList with non-dominated solutions
23: Stage 3:
24: Apply genetic operators to Stage 2 solutions under given

time constraints and update SList with non-dominated
solutions

In the second stage, the tasks are randomised and the
first stage is invoked several times to generate multiple fea-
sible solutions. A different combination of sorting criteria
selected at random is used in every invocation of the first
stage. Finally, solutions are improved through population-
based genetic search whereby the list of resources from a
solution obtained after the second stage forms a chromo-
some. The chromosomes of all Stage 2 solutions make up
the seed population. New solutions are evolved using fitness
based selection, recombination and mutation operators. The
newly created solutions are then evaluated by calling the
GMI solver with a randomly chosen heuristic. The solver
algorithm is described in more detail in [2]; an abridged ver-
sion is given above (Algorithm 1).



The aim of the genetic search is to find the set of resources
(fleet mix) that will optimally accomplish all the tasks in a
scenario while meeting the constraints. However, the fitness
of solutions is evaluated using a randomly chosen heuristic.
Therefore, it is not always clear which heuristic performs
best under certain circumstances. The aim of this paper is to
address this problem by employing an evolutionary machine
learning approach. Our learning goal, then, is to predict a
subset of heuristics (ideally a single optimal heuristic) for
a given set of scenarios characterised by particular features
considering multiple cost objectives.

To achieve this goal, the GMI solver of [2] is modified
such that it always produces solutions using a predefined
fixed heuristic. For each scenario, multiple solutions are
thus generated using several fixed heuristics in sequence. In
the current work, we chose a subset of sorting criteria for
the scheduling and combination agents as well as for some
performance measures. Performance measure based sorting
is used to select, from the list of solutions generated by the
genetic search (Step 3 in Algorithm 1), the optimal solu-
tion according to a given criterion. The combinatorics of
the various criteria shown in Table 1 lead to twelve different
heuristics which we have used as exemplars in our demon-
stration of how the multi-objective rule-based heuristic se-
lection methodology (Figure 1) applies to MFMP.

3.2 Data Mining

The aim of the data mining phase is to discover scenario
feature patterns at the global and local levels and relate
them to the heuristics based on the selected performance
measures. The learning task at the global level can be de-
scribed as finding the most cost effective heuristic(s) for a
giwen scenario. On the local level the task is to find the
most cost effective heuristic(s) to assign resources to a given
task. The latter task has some similarities with the hyper-
heuristic approach proposed in [8] for one-dimensional bin-
packing problem. However, note that the resource allocation
in MFMP is a much harder problem than the bin-packing
problem as it involves dealing with several competing objec-
tives simultaneously instead of a single one.

3.2.1 Learning Classifier Systems

Although the data mining phase is independent of the
choice of machine learning algorithm, LCS provides two key
advantages over other approaches. Firstly, they are online
learners and can be easily integrated into the logistics sim-
ulation environment. Secondly, their predictive model con-
sists of easily interpretable rule sets. In this work we used
one of the most prominent LCS, the eXtended Classifier Sys-
tem (XCS) introduced by Stewart Wilson [12]. XCS has
been applied to a variety of learning tasks including classifi-
cation [1], function approximation [6] and multi-step prob-
lems [4]. XCS combines reinforcement learning concepts
with genetic-based search mechanisms to evolve a popula-
tion of classifiers. Each classifier consists of a condition, an
action and a set of parameters. A condition generally en-
codes a subset of the environmental states and an action
allows the system to navigate through the environment in
response to a given input situation. XCS consists of three
main components. The performance component interfaces
with the environment, deals with action selection and execu-
tion, and implements reward reception mechanisms for the
given environmental states. The reinforcement component
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deals with the update mechanisms for classifier parameters
based on the reward received from the environment, and
the discovery component is responsible for the generalisa-
tion capabilities of the system through genetic-based search
mechanisms.

In one iteration of the MFMP, each heuristic generates
a feasible solution for a given scenario which can be evalu-
ated on several objectives simultaneously. In other words,
the choice of an XCS action requires multi-objective con-
siderations. In the classification domain, some researchers
have explored the use of multi-objective evolutionary algo-
rithms in Pittsburgh style LCS [3] to explicitly optimise the
accuracy and generalisation of the evolved rule sets. In the
problem at hand, the choice of a heuristic requires the con-
sideration of two key objectives: cost minimisation and the
maximisation of resource utilisation. The first of these two
objectives is a function of several other objectives such as
the minimisation of travelling distance, fuel consumption,
number of vehicles in the fleet and maintenance calls. This
is fundamentally different from the traditional classification
tasks, to which XCS is commonly applied.

In our setup, a scenario is represented using a feature vec-
tor format, where the features are extracted during the data
sourcing phase described in Section 3.1. For each scenario
and for all twelve exemplar heuristics, the performance met-
rics for each of the measured objectives are recorded. XCS
sequentially takes these scenario data as inputs. During ex-
ploration (or training) a matchset is built as usual, i.e. the
whole population is scanned for each scenario representa-
tion and the classifiers whose conditions match the scenario
features form the matchset. A covering operator is invoked
to create new matching classifiers if a heuristic is not repre-
sented in the matchset (i.e., if there are no matching classi-
fiers that solicit the heuristic). For each matching classifier a
reward is assigned based on one of the two reward functions
discussed below (Equations 1 and 2). Both reward functions
take into account the multiple cost objectives (in our case
cost of the estimated fleet and the time required to fulfil all
tasks in a scenario, see Table 1). The rest of the parameters
(prediction, prediction error, fitness and accuracy) are then
updated as usual for each classifier. A conventional genetic
algorithm is then applied to the matchset rather than to the
actionset (as normally done in XCS). In our setup an ac-
tionset is not needed because for each scenario all heuristics
produce a solution and thus the parameters for all matching
classifiers should be updated in the matchset.

In this paper, we experimented with two variants of the
reward function. The first reward function takes multiple
objectives into account explicitly. For every scenario, all
heuristics are first sorted based on the Pareto non-dominance
concept. A reward RF'1 is then assigned to each matching
classifier based on the rank of its predicted action as follows:

) for re[0,M—1],M € [2,N]

RF1 = P(1—M71
M=1

P for

(1)
Here P represents a constant (and arbitrary) payoff which
does not affect XCS’ heuristic selection, r is the rank of
the predicted action for a scenario (with 0 representing the
highest rank), M is the total number of Pareto Optimal
Fronts (POFs) realised by all heuristics in that scenario and
N is the total number of heuristics.



Table 1: Sorting criteria used to generate a set of exemplar heuristics.

Scheduling

Transport Entity

Performance

Earliest start time (ascending)
Latest finish time (ascending)
Completion priority (ascending)

Capacity (descending)
Speed (descending)

Fleet cost (ascending)
Time cost (ascending)

The equation

P n N
RF2 = —— w;. Dy
N-1 ;jzlz,k:#j "

(2)

. . 1 if Ci < Cz‘j
with ®ijk = { 0 otherwise
1 describes the second reward function. Here n is the num-
ber of objectives, w; a user-defined weight assigned to the
it" objective, and ®;;1 a binary function that returns 1 when
the i*" objective value obtained by the k' heuristic (Cyx)
dominates the i** objective value obtained by the j** heuris-
tic (Cjk), and 0 otherwise.

An advantage of RF2 is that it allows the decision maker
to bias the classifier by assigning their preferences (w;) to
the objectives. Figure 2 shows an example of RF2 for our
twelve heuristics and two objectives with eleven different
weight combinations. The weight w; is varied in steps of
0.1 from 0 to 1. It is interesting to note that although both
reward functions are represented by flat surfaces, RF'2 pro-
vides almost twice as many unique intermediate reward feed-
back steps as RF1 (12 for RF'1 versus 23 for RF2 for the
twelve heuristics discussed here).

and 0 <w; <1,3 7  ws =

1000
800
600 4 ]
200

Reward

200,

[=X=]

H1]

Figure 2: Surface plot of RF2 (Equation 2) as a func-
tion of the possible number of dominated heuristics
(=[7] Z;il’k# ®;;1) in an MFMP with two objec-
tives. The layers reflect eleven different values for
the objective weight wi (note: w2 =1 — w1).

Notice that in the above setup we only restrict the multi-
objectivity consideration to the reinforcement component of
the XCS. A second level of optimisation can be incorpo-
rated using a multi-objective evolutionary algorithm such
as NSGA-II in the discovery component of the system. One
way this can be achieved is by computing the reward for
each objective individually and maintaining separate sets
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of parameters for each objective. The selection from the
matchsets and the deletion from the population can then
be enhanced using non dominated sorting and crowding dis-
tance criteria. In this paper, however, we do not discuss
this possible expansion of XCS and leave its exploration for
future work.

3.3 Heuristic Selection

During an exploitation cycle a matchset is built from the
evolved population of classifiers whose conditions match the
existing scenario representation. A prediction array is gen-
erated for each of the heuristics represented in the matchset
and the heuristic achieving the highest prediction is selected.
The system then assigns a score S to this choice in order to
take into account the multiple objectives of the MFMP. For
the experiments reported in this paper we used a scoring
function similar to RF'1 (Equation 1),

S—{l_ﬁ rel0,M—1],M € [2, N]
- 1

M=1.

For each test scenario the system receives a score between
0 and 1; a maximum score of 1 is assigned if the predicted
heuristic achieves the highest Pareto rank (r = 0), while 0
is assigned for the lowest Pareto rank (r = M —1). All
other scores lie between these two values and depend on
the Pareto rank r of the predicted heuristic and the total
number of POFs M found for that scenario.

for
for

®3)

4. EXPERIMENTS

In the data sourcing phase, a large number of scenarios
were run through the adapted GMI solver and the associ-
ated scenario simulation engine, out of which 1000 scenarios
were sampled for experiments reported in the next section
to evaluate our rule-based heuristic selection methodology.
For each scenario, nine global features were extracted that
include total number of tasks by task type across all sce-
narios (2), total time required to complete all tasks by task
type (2), time difference between earliest start time and the
latest finish time of tasks by task type (2), total load to be
delivered (1), percentage breakdown (1) of loads into load
types (for this study we restricted ourselves to two types:
water and ammunition) and percentage breakdown (1) of
routes into road types (we considered three road types char-
acterised by different speed limits). Choosing the right set of
features is not only important for the learning algorithm but
also to explore what features make a logistic problem hard
or what features make a specific heuristic fail. Our selection
of nine features for the proof of concept presented in this
study is based on previous experience with military logistics
simulation (see e.g. [2]). However, in future work we will
investigate more thoroughly how feature choice correlates
with the LCS’ effectiveness to learn patterns.

In addition, we also recorded, for each scenario and each
heuristic, two local performance measures, namely the to-
tal cost of the estimated fleet and the total time taken to



complete all tasks in a scenario. Both of these objectives
require minimisation and can be potentially in conflict with
each other. Figure 3 illustrates the variation in Pareto ranks
achieved by the twelve heuristics in two different scenarios.
Because of this great variation of Pareto optimality across
scenarios, the learning task for the XCS is quite difficult.
It highlights the importance of using reward functions that
do not depend strongly on the actual objective values, and
is the main reason why we defined RF'1 and RF2 in re-
spectively Equations 1 and 2 to be functions of Pareto rank
rather than objective value.
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Figure 3: Pareto ranks realised by twelve heuris-
tics in two selected scenarios. F'z denotes the POF
number with F0 being the best front.

After completion of the data sourcing phase, an XCS was
iteratively trained with 900 scenarios and evaluated on a
further 100 scenarios sampled from the scenario space de-
scribed above. We used our own implementation of XCS
in C4++ with modifications to handle the particular input
representation of the MFMP. We used the standard inter-
val based representation to cover the numeric features [13].
The following standard XCS parameter settings were used
throughout the experiments reported in this paper:

a=0.1, =02 §=0.1,v=10, x =0.8, u = 0.04,
mo = 0.27 To = 0.47 OGA = 50, Gsub:207 Odel = 20, Max.
population size=2000, GASubsumption=YES,
ASSubsumption=NO.

RESULTS

5.1 Baseline System Performance Comparison

We used the scoring mechanism described in Section 3.3
for measuring the XCS’ performance (S in Equation 3). The
two important factors that determine the minimum perfor-
mance a classifier should be able to achieve with respect to
choosing the best heuristic are: the average number of lo-
cal POFs found across all scenarios by the set of heuristics,
and the distribution of the heuristics’ solutions across these
fronts. If we assume for illustrative purposes that there are,
on average, three POFs and that the heuristics’ solutions
spread uniformly across these fronts, then a random classi-
fier has a one in three chance to select a heuristic from one
of the POFs. Using Equation 3 this leads to an average per-
formance of S =1/3-14+1/3-1/2+1/3-0 = 50%. However,

S.
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the actual random performance may vary according to the
distribution of fronts in a given set of scenarios. For the 100
scenarios that we used in our evaluations, a random classifier
that chooses one of the twelve heuristics with equal likeli-
hood and assigns a score according to Equation 3 reached
around 79% system performance (averaged over 100 runs).

We trained XCS for 1000 training epochs with a training
epoch corresponding to 900 XCS exploration cycles using the
training set of scenarios. The performance is then averaged
over 100 test scenarios during which XCS is run in exploit
mode and the evolved population is used to predict a heuris-
tic for each test scenario. XCS with both reward functions
(hereafter referred to as XCS(RF1) and XCS(RF2) respec-
tively) achieved a system performance of around 90% on
average over ten independent runs and stayed almost un-
changed over the entire training period. Since the number
of training epochs is not a necessary stopping criterion for
the best XCS performance we also recorded XCS perfor-
mance after each training epoch in every experiment. The
best XCS(RF1) and XCS(RF2) runs both achieved an S
slightly above 95%, which is significantly higher than the
performance of the random classifier (79%) according to a
two-tailed t-test at 99% confidence level.

5.2 Analysis of System Performance

Our scoring measure S in Equation 3 uses an aggregate
function. We therefore computed the scenario level statis-
tics to further distinguish between the random classifier and
XCS performances. In 84 out of 100 test scenarios, the solu-
tions obtained by the twelve heuristics formed three POFs
while the remaining 16 scenarios only had two fronts. Ta-
ble 2 shows how often a heuristic predicted by the classifiers
generated a solution in the different POFs of the 100 test
scenarios. As can be seen, both versions of XCS chose heuris-
tics that found a solution in the best front (F0) around 90%
of the time in comparison to the random classifier’s 53%.
Also both versions of XCS hardly ever chose a heuristic that
found solutions in the worst POF (F2), while the random
classifier performed very poorly in picking more than 12%
of the time a heuristic that obtained a solution on F2.

In addition to the above analysis, we generated decision
trees (DT) based on the predictions of each classifier. We
labelled all 100 test scenarios to indicate which of the three
classifiers achieved the highest system performance S in ten
independent runs for a given scenario. For a fair compari-
son, we used a random classifier, Randomx, biased to choose
heuristics from the best POF (F0) with a higher probability
to the extent that it reached the best system performance
achieved by the two XCS versions (~ 95%). Next, we used
the Weka machine learning tool [14] to build DT for each
of the three sets of labelled feature vectors derived from the
100 test scenarios using C'4.5 and Random Tree DT algo-
rithms. Table 3 shows the resulting DT sizes as well as the
training and threefold cross-validation (CV) accuracies ob-
tained by the two DT algorithms. First notice that both DT
algorithms recorded a very low training error with the given
labelled scenarios. In fact, Random Tree achieved 100%
training accuracy with no backfitting. The generalisation
performance of both DT algorithms is, however, not as good.
This could be partially because of the small sample size and
partially because of the noise in the data sets introduced
through the models’ errors. (Recall the best model perfor-
mance is ~ 95%.) In addition, the models built by the three



Table 2: Proportion of predicted heuristics in each POF for 100 test scenarios averaged over the ten best

independent runs.

Shown are the average number of times a classifier predicted a heuristic that found a

solution in the POFs and the standard deviations. The boldface XCS means are significantly better than
those of the random classifier means according to a two-tailed t-test at 99% confidence level.

Classifier Fo F1 2 Performance S
Random 53.1£5.6 34.1£4.6  12.842.8 79.24£2.7
XCS(RF1) 89.3+1.2 10.5+1.4 0.2+0.4 94.34+0.5
XCS(RF2) 90.0+0.8 10.0+0.8 0.0+0.0 95.0+0.4

classifiers do not distinguish between the ranks of multiple
heuristics sharing solutions on the same POF. Regardless,
both XCS versions fare significantly better than the biased
random classifier in terms of their generalisation accuracies.
More importantly, the sizes of DT generated by the two DT
algorithms are significantly smaller when trained with the
models generated by the two XCS versions than the biased
random classifier’s model. Both of these measures (higher
generalisation accuracy and smaller tree size) emphasise the
better prediction performance of the models learned by the
two XCS variants.

Table 3: The statistics of the decision trees built
from the best predictions of the three classifiers on
100 test scenarios using C'4.5 and Random Tree DT
algorithms. Train and CV correspond respectively
to the training and stratified cross-validation clas-
sification accuracies. The bold XCS figures are sig-
nificantly better than the Randomx* figures according
to two-tailed t-test at 99% confidence level. (Note:
C4.5 is a deterministic algorithm; hence any difference
between calculated figures is “significant”.)

C4.5
Classifier Tree Size Train (%) CV (%)
Randomx 67 71 17
XCS(RF1) 41 84 38
XCS(RF2) 49 84 37
Random Tree

Classifier Tree Size Train (%) CV (%)
Randomx 132.2+6.8 100£0 11.5+2.6
XCS(RF1) 84.6+3.7 100£0 33.44+3.2
XCS(RF2) 83.443.7 100£0 38.8+3.6

Figure panel 4(a) shows the colour maps of the actual
Pareto ranks of each heuristic while the prediction arrays
of XCS variants on 100 test scenarios are presented in pan-
els 4(b) to 4(g).

As can be seen from panel 4(b), XCS(RF1) almost always
votes strongly for the H7 heuristic, which uses as sorting cri-
teria the latest task finish time, vehicle speed and fleet cost
(Table 1). This is not surprising because the Pareto front
statistics show that H7 is the heuristic whose solutions most
frequently (89 in 100 times) appear on FO0, followed closely
by the solutions of MFMP optimisation that uses H2 (a
heuristic that sorts based on the earliest task start time,
vehicle capacity and cost of time), H1 and HS8 in that or-
der. Remarkably, however, and on account of the weighted
prediction method that XCS applies when choosing an ac-
tion, XCS(RF1) actually only predicts H7 51 instead of 89
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times. Thus and considering that for example H7 and H2
are clearly distinguishable based on the two MFMP perfor-
mance objectives cost and time, it can be concluded that
XCS(RF1) does a fair job in striking a good balance of se-
lecting the heuristics whose solutions most often appear on
the best POF.

Panels 4(c)-4(g) show Pareto rank maps for the heuristics
predicted by XCS(RF2) with five different weight combina-
tions in the scoring function S (Equation 3). First note that
XCS(RF2) with equal weights (w1 = wa = 0.5) balances the
distribution of its predictions between the top four heuris-
tics much more evenly than XCS(RF1) giving the highest
preference to H2 probably because of the low fitness over-
generalised HT rules. Secondly, with 100% preference given
to the first MFMP objective (fleet cost), all predictions are
divided between H7 and H3 (a heuristic that is built from
the same selection criteria as H7 except that it uses earliest
task start time rather than latest finish time in its schedul-
ing), see Panel 4(e). Setting w; = 0.6, w2 = 0.4 (Panel 4(d))
results in a heuristics ranking that resembles best the true
ranks in Panel 4(a). In this case, only two heuristics, H7
and H8, are selected for all scenarios with H8 using the
same sorting criteria as H7 except for the performance based
criterion (Table 1). As the objective weights are reversed
(w2 > w1), XCS(RF2) changes its heuristics prediction in
line with the re-prioritisation of the decision maker’s pref-
erences, thereby indicating the effectiveness of the reward
function RF2 in Equation 2. When w; 0.0, w2 = 1.0
(Panel 4(g)), XCS(RF2) suggests to pick H2, H6 and H10
in most of the 100 test scenarios with all of these heuristics
having vehicle capacity and time performance based sorting
in common.

6. CONCLUSIONS

In this paper we presented a multi-objective LCS to iden-
tify and predict effective optimisation strategies for the fleet
estimation problem in defence logistics. We firstly aug-
mented a defence logistics simulation environment with cus-
tom built heuristics (that provide optimal fleet mix esti-
mates over a large range of future scenarios) in order to
collect performance data on the multiple conflicting optimi-
sation objectives. We then trained an eXtended Classifier
System (XCS) using the scenario data along with the perfor-
mance metrics for each of the constituent heuristics. During
the exploration phase, XCS learned a set of rules that relate
the best performing heuristics to scenario features. With two
newly developed reward functions we assigned credit to rules
based on the prediction success of the constituent heuristics.
In this credit assignment we made use of weighted and un-
weighted Pareto non-dominance. Finally, we analysed the
generalisation performance of XCS on a sample of randomly
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Figure 4: Colour maps for true and predicted ranks of each heuristic in 100 test scenarios by different versions
of XCS. The lower end of the colour bar (blue) maps to the best rank (i.e. highest prediction) whereas the
upper end (red) maps to the worst rank. Panels 4(c) to 4(g) show ranks generated by XCS(RF2) with w;
and wo referring to the prioritisation weights in RF'2 (Equation 2).

generated test scenarios and demonstrated its effectiveness
with respect to predicting optimal fleet estimation heuristics
for unknown scenarios.

The multi-objective XCS is being developed as part of a
larger integrated logistics simulation project. Learning clas-
sifier systems can be used in multiple ways in such environ-
ments, for instance, to capture a knowledge-based represen-
tation of the evolving state of the simulation environment
and to learn a dynamic optimisation policy in a continually
changing and uncertain environment. There are several ob-
vious ways in which this work can be extended. For example,
the XCS’ discovery component can be enhanced by supple-
menting it with a multi-objective evolutionary algorithm;
the relationship between scenario features and constituent
heuristic performance can be investigated using data mining
or similar tools; and the online reduction [11] and visualisa-
tion of the evolved rule sets can be studied.
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