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ABSTRACT

Users occasionally send email to the wrong rectpienclicking

Reply To All instead of Reply, mistyping an emaddaess, or
guessing an email address and getting it wrong & srffer

violations of security or privacy as a result. Faad is an

extension to a webmail system that aims to alleviais problem
by automatically displaying pictures of the seldatecipients in a
peripheral display, while the user is composingarail message.
We describe techniques for obtaining faces fromileadaresses,
and discovering mailing list memberships from ergtweb data
sources, and a user interface design that keepsrtamy faces
recognizable while scaling up to hundreds or thodsaof

recipients. Preliminary experiments suggest thatceda
significantly improve users’ ability to detect miztted emails
with only a brief glance.

Categories and Subject Descriptors
H5.2. Information interfaces and presentation (ektfCl): User
Interfaces.

General Terms
Algorithms, Experimentation, Security, Human Fastor

Keywords

Email, errors, Reply To All, security, privacy.

1. INTRODUCTION

Email has become a critically important medium, hbdor
business and social use. One area that has not dlesely
studied, however, concerns the kinds of errors tisgrs make
when using email. For example, users often fotgeadd an
attachment, forcing them to send another messade thie
missing attachment. This problem is common endhghseveral
extensions to popular mail clients try to detectssing
attachments by looking for keywords in the messamty, so that
the user can be warned before sending it.

Forgetting an attachment may be an annoyance,dndiregy the
message to therong peoplanay be a serious privacy or security
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problem. As email is used for more and more seesit
information, it becomes increasingly important teatails reach
their correct recipients. We have collected a nundb@necdotes
that show some of the risks of misdirected email:

A company employee mistakenly clicked Reply-To-aid
sent very personal medical information to the entir
company. Another employee was so embarrassed fahae
she said, “I couldn’t even make eye contact with"H8]

A large company has many employees with the samena
The email directory always displays them in the sarder,
and the first person on the list often seems to egedil
intended for one of the others.

A teaching assistant for a course at our univets#g just
written an exam. He intended to send it to thégusor for
checking, but instead he accidentally sent it ®lit for the
entire class. The exam had to be postponed whdeTA
wrote an entirely new one.

The undergraduate admissions process at our schadves
alumni called “Educational Counselors,” who intewi
prospective students and send confidential repabisut
them to the admissions office. Educational cownrsetall
themselves “ECs”, and send their reports to edoicaki
counselors@mit.edu. Our school also has an EasipGa

Figure 1: Facemail composition window.



dormitory, which is commonly called “EC,” and whiblas a
mailing list for all dorm residents called ec@ndue About
once or twice a year, the dorm list receives higidysonal
information about students from educational cowrselvho
don't know the correct address for the Educational
Counselors’ office.

The frequency of stories like these suggests tlisdiracted email
errors are all too easy to make. Probably the ntcostmon
reason is invoking Reply-To-All instead of Replyausing a
message to be sent to an entire list of recipieattser than just
one. (Using Reply instead of Reply-to-All is arathpossible
error, but like missing attachments, haviog fewrecipients is
more an annoyance than a security problem.) Waseee
mailing lists automatically add a reply-to heademnging back to
the list, so invokingeither Reply or Reply-To-All will send the
user’s reply to the entire list, which may be sisipg. Other
reasons for misdirected email include similar enaddresses,
such as ec@mit.edu and educational-counselors@mnitre the
example above, and a misspelled email addressnhavertently
matches a different recipient.

To detect misdirected email errors, we propose angmg the
mail composition window with the actutglcesof the recipients of
the message. The faces appear automatically augbe is
composing the message, acting as a peripheralfaogerthat
informs the user without demanding direct attentiigure 1
shows our interface, called Facemail, implemented am
extension to our university’s web-based email ¢lien

Facemail's information display has two competingige goals:
(1) make the recipients of the message easy tognem® at a
glance, and (2) minimize the screen space it useshe
composition window. With few recipients, the desjgroblem is
straightforward, but for many recipients, a naipgraach would
either use too much screen space or make the tfacgesnall to be
recognized. Facemail addresses the tradeoff byihkges many
faces recognizable as possible, while still convgy sense of the
overall size of the recipient list, degrading gracefully as the
recipient list grows.

The Facemail prototype is implemented as a Firgfela browser
extension, currently designed for one webmail sys(gMP) but
readily extensible to others. The database thgisntetween
email addresses and faces is stored locally atudes’'s web
browser, rather than at the server. This datalmg®pulated
automatically by plugins that search various webvises for
faces, such as Google Images and Facebook. Fdcdsmiries
to unpack mailing lists to find their subscribess,that its display
can show theeoplewho might eventually read the message, not
just the email addresses to which it was sent. ingryo solve
these problems in general, for the entire Interigetprobably
impossible without new standards and careful céstt@ protect
users’ privacy. Within a corporate email system,wéweer,
resolving faces and unpacking mailing lists shoblel much
easier.

The contributions of this paper include: (1) theadof reducing
email composition errors by displaying recipientates in an
automatic, peripheral display; (2) a display deshat keeps faces
recognizable while scaling up to hundreds or thodsaof
recipients; (3) techniques for discovering facesrfrexisting web
services, and an evaluation of their performanaed §4) a
controlled experiment showing that, when allowedycen brief
glance at the mail composition window, users ararfare likely
to detect errors with faces displayed than without.

2. RELATED WORK

Email security has received a great deal of atenf#,5,6,13],
since email spoofing and confidentiality are grayviareas of
concern. Even if more email messages were cryppbigcally
secure, however, there would still be the risk thatuser would
inadvertently send it, securely, to the wrong peogtacemail
aims to fill a gap in security by reducing the likeod of this
error.

Many email clients offer auto-completion capal®itithat help
prevent errors when the user is typing a familiarai address.
Apple Mail's auto-complete, in particular, highligh known
addresses at a specific domain in a different célor example, if
emailing within Apple, all known addresses ending i
“@apple.com” are highlighted with a specific cotorshow that
they are known good addresses.

Google has recently introduced a new feature calBdail
pictures, where a Gmail user can select a pictareepresent
them, and other Gmail users can see the pictuteokgring over
a name or email address. Since this approachresxtiie user to
mouse over to see the images, the user can't waefyecipients
of their email without a conscious effort, which kma it less
useful for catching errors than a continuously biesidisplay.
Other mail clients, such as Apple Mail, allow treeuto associate
photographs with email addresses in the addresg, ks that
received messages display the sender’s face, buiotioise the
faces in the mail composition window. Many instaméssaging
clients and desktop login windows for Windows anddvDS also
display a picture associated with a user namethmsge displays
are not targeted at error correction, nor do thegoenter the
scaling problem that email composition frequenthgsl

X-Face is a long-standing convention for includang8x48 pixel
black-and-white image as a header in an email rgessa
Although never formally standardized, X-Face is aréweless
supported by many Unix mail clients, and by plugiktensions on
other mail clients, such as Thunderbird’s Message§a Unlike
X-Face, which displays the face of tlathor of a received
message (if an X-Face header was included on tlessage),
Facemail displays the faces of the recipients afessage being
composed, a substantially different problem. Hyttwere more
widely used, X-Face headers would neverthelessdumd source
of face images for Facemail, especially more re@xténsions
that support high-resolution color images.

ContactMap [12] is &ocial desktopwhich displays the faces of
the user’s contacts on the desktop as proxieshfeir physical
presence. The goals of ContactMap are to supporg virtual
workplace, social practices that are common in ichys
workplaces, such as social reminding (e.g. honatorgmitments
and keeping in touch with contacts) and social netwmining
(e.g. finding someone who might know an answerces on the
desktop can be used for sending email or instassages, and as
reminders for to-do items or unread email. Uni@entactMap,
Facemail has a different goal (preventing commuitnaerrors),
which leads to different design characteristics peripheral
display embedded in the email composition windather than a
primary display on the desktop). ContactMap’s kigas also
manually constructed by the user, including thee@&n and
arrangement of the faces. ContactMap is alsodesserned with
scalability, first because it uses the entire dgskiand second
because prior work had shown that most users hawerfthan
150 direct contacts. Facemail, however, is a peradisplay, so
less screen real estate is available to it, antlit scale to larger



collections of recipients, because even users Véth direct
contacts may work in organizations with large nnajliists.

EmpathyBuddy [8] augments an email composer \@trernov
facesdisplaying stylized emotions inferred from the o of the
message, such as happiness, sadness, anger, rfdasugrise.
The face is meant to represent the software’s @ffecesponse to
the user’s words, not an actual human recipienévektheless, it
would be interesting to measure how viewing hunge$ during
composition affects the tone of the email message.

Human faces have also been used for other purposEsnputer
security. For example, Passfaces uses faces floergtication, in

which the user’'s password is represented as a segud faces
chosen from arrays. Passfaces has been found l@sbeerror-
prone than conventional textual passwords [2], prebly

because cued recall is easier than unassisted|, rbcal also

because humans are very good at recognizing fasespposed to
other kinds of symbols or images). Facemail seaekslerive

similar benefits from displaying faces, though gsals are
different.

3. USER INTERFACE

Facemail integrates the individual's faces diredtiyp the emalil
composition window, rather than with a popup windaw

mouseover. This approach does not require the sugdirect

attention; instead it acts as a peripheral interfabich the user is
likely to notice but does not have to focus on.

Faces appear in a reserved area between the egaaiéts (To,
CC, BCC) and the body of the message. When a bitwdsage is
first opened, this area is minimized and shows aues$. As the
user enters recipients into the To, CC, or BCGdfielFacemail
automatically expands the face display area anthbg@ppulating
it with faces, running in the background if it neetd search for
them from web sources. If the compose window waened by
clicking Reply or Reply-To-All, then the faces dfet initial
recipients are displayed automatically. Facemedps the face
display synchronized with the To, CC, and BCC hegdso that
no user interaction is required to make the corfiets appear.

Figure 2: Alternative displays for mailing lists.
(a) Fixed-size grid; (b) Random crowd of icons;
(c) Progressive scaling grid.

A key principle guiding this design was to place fhces as close
as possible to the message body, which presumalihyei user’s
focus of attention while composing an email, sa t@expected
recipients would be easier to notice. We also empmmnted with
placing the faces in the message body itself, asshicent
watermarks behind the text, but found that eitther body text
would be too hard to read or the faces too ham¢ognize, with
no happy medium between.

The faces for all recipients are included in thenesaarea,
regardless of whether they are found in the To, @&CC fields.
Since blind-carbon-copy (BCC) recipients are treéaldferently
by the email system — other recipients aren't awafretheir
presence, and they won't be automatically copiedeplies — it
may make sense to distinguish the faces of BC(piedis in
some way. BCC recipients are relatively rare, haxeand we
have found no convincing cases of errors involvBGC, so
Facemail currently makes no distinction.

3.1. Displaying Mailing Lists

Since mailing lists are common, it is important fémcemail to
provide a good mechanism for displaying the mentbpref
those lists. Because lists can potentially haveusbonds of
members, this display must be compact but stiltesgntative of
its members.

There are several errors that users make with iectly sending

emails to lists. First, they might send an emailatdist that

contains a person who should not receive it. Fangle, a

surprise party invitation to a group of friends htigiccidentally

include the friend who's meant to be surprised.o8d¢ users
might send an email not realizing how many peopgeoa the list.

Users trying to remove themselves from a list ofsamd this

request to the entire list, which may be far toonyngeople.

Third, users might mistake the intent of a list @edd email to it
incorrectly. For example, users could send an eatmlt selling

a refrigerator to a list that is only about offeyifiee items and not
about selling them.

Figure 3: Progressive scaling grid showing (a) 1faces,
(b) 100 faces, and (c) 1000 faces.



To prevent these errors, Facemail's list displagstto answer
three questions: (1) Who, specifically, is on tis?l (2) How
many people are on the list? (3) What is the psepf the list?

In order to keep the display compact, we set areufmit on the
size of Facemail's display. Figure 2 shows somehef design
possibilities considered for squeezing a largeo$daces into a
limited screen area. A simple grid of faces (FeggRa) effectively
answers the second questidro many at the cost of the first

hard problem, in which the content of the messdgmild also
come into play.

3.2. Editing Faces

Because the images that Facemail finds automaticak not

necessarily correct, it is important that the Us&s a mechanism
for easily editing Facemail's automatic choices. dm this, the

user can simply click on an image in the composedaiv, and

question who), since the faces become unrecognizable at small Facemail will pop up an editor for that addresse Tiser can edit

scales. A randomly arranged crowd (Figure 2b),ithfee icons or
faces, has a similar problem. Facemail’s curresigh trades off
betweenhow manyand who by displaying the faces in a grid,
whose cell size progressively shrinks from leftright (Figure
2c). As a result, faces on the left of the disptag easy to
recognize, while faces on the right might appeareigeas a
crowd of blobs.

To satisfy the third questiotigt purposg, Facemail overlays the
list's name (which by default is its email address)the face grid,
and allows a list to have a logo for visual rectigni Figure 3
shows how the final design looks for three différenales (10,
100, and 1000 list members). Larger list sizek lonch like
1000. Since a 1000-member list is already largefaas as
violations of privacy or security are concernedddtesn’'t seem
useful to visually distinguish even larger lists.

An important question in the progressive scalind ¢ theorder

of the faces, since faces on the left are recogtézaven in a
large list, while faces on the right may not beurm@ntly, since
Facemail collects faces automatically from unrééadources, we

simply display thebestfaces on the left — i.e., the images most

likely to be the face of an actual recipient, asaswged by tha
priori quality of the source, relevance ranking if avaia and
validation by a face detection algorithm.

Assuming, however, a reliable source of faces, sisch corporate
directory, there are better principles to guide dneéering. One

principle is familiarity: recipients that the user knows better

should be more recognizable. Familiarity couldnieasured by
mining the user’'s email patterns to discover aaauwetwork [3].
Another principle islist distinctivenessif two of the user's
mailing lists have overlapping membership, it wobll better to
display people who are members of one list butthetother, so
that the lists are visually distinctive.

A third principle issocial or organizational relationshigsince a
major risk of misdirected email is security or @ty violation, it
would be better to display people who represengtieatest risks,
or at least represent the diversity of risk. Fomaraple, in
corporate email, the user's immediate supervisod direct
reports should be recognizable if they're on ts& o, probably,
should the CEO. In academia, faces from differeftas (faculty,
teaching assistants, undergraduates, administyagirsuld be
recognizable, because they may have different acgists to the
information embodied in the email. Some of thifoimation is
straightforward to obtain, since many corporatedases include
org charts. In general, inferring relevant soc@htionships is a

both individual addresses and mailing lists.

Figure 4 shows the editing interface for a singldrass. The user
is presented with several choices of images that sisstem
automatically finds, or they are allowed to supthgir own. At
the top, there is a preview of the image they hpieked, and
when they pick an image below the preview is dymaity
updated.

In addition to an image itself, the user can ewmtemodify the
recipient’s full name (e.g., Bill Gates for billg@srosoft.com).
When finding images, the system uses as much iafbiom as
possible to come up with suggestions, and thergioogiding a
full name would allow it to make better image suggms.

Figure 5 shows the list editing interface. There miany different
list characteristics that the user can edit in thierface. First,
they can modify the descriptive name and list lagoa very
similar way to the single address editor. The systéll suggest
several images, but the user can also provide their

Figure 4: Interface for changing the face associatl with
an email addresss. Faces found automatically by Eamail
are displayed as options to choose from; the usea also
load an image from a file or URL.



Figure 5: Editing interface for the display of a mailing list.
Users can choose a list logo, reorder the faces,dachange the
list membership.

For the list itself, the user can edit the indivatlimages of each
of the members by clicking on them. The order @&f list can be
rearranged by dragging the images into the sptiénist where
he wants them, and the preview at the top updateshow his
changes. We considered supporting direct maniguatin the
progressive-scaling grid itself, but for large disthe images on
the right of the grid would be nearly impossible rezognize,
select, or edit. The current design is a reasorabigromise.

A user can also edit the membership of the listeliting the
textbox in the bottom of the display. This is pautarly useful if
the system is unable to find the membership for tise
automatically; the user can simply copy the listmhership into
the textbox and then click “update list” to creatpreview of the
display of that list.

Because the textbox and membership display bottv shifferent

representations of the same information, the selest are
synchronized. For example, if the user is typingelects text in
the textbox below, that selection is reflectedhia display above.
If the user clicks on the display of an individmamber in the top
display, the corresponding text is highlighted e ttextbox
below.

Lists may contain other lists, and therefore imortant that the
user can see exactly which list a particular imageoming from.

The individual members display shows the facesvefyeperson
on the list and its sublists, while the textboxpthys the exact
representation of the list, including referencesit®o sublists.
Therefore, if the user selects a face that camm feolist, or

highlights a list in the textbox, the selection wkowhich

individual members make up that list.

4. IMPLEMENTATION

The Facemail prototype adds faces to an existirgmwed system,
IMP. Rather than changing the webmail server, hawe which
is hard to persuade system administrators to exgert with,
since email has become so vital to organizatiors @eople —
Facemail runs entirely on the client side, as ateresion to the
user’s web browser.

Facemail consists of a user interface componertrthres in the
web browser, and a backend written in Java thatages faces
and mailing list information.

4.1. User Interface

Facemail's user interface is implemented using hifoot [1], a
Firefox extension toolkit designed for customizingb sites in
the user's web browser. The main user interfacapoment is
Compose Trigger, a Chickenfoot “trigger script” tthauns
whenever the web browser displays a message cotigposi
window from the webmail system. This script conaeo the
Java backend to request faces corresponding to eawdil
address, and inserts the faces into the composiowin

4.2. Address Resolving

One important task for the Facemail backend is rdeteng

whether an email address represents a single persanlist of

people. If the address is a list, then Facemaitlsde find the
members of that list as well. Since there is nglsirservice that
Facemail can query to discover list membership eeery list,

address resolving is implemented using a plugirhitecture.

Each address resolver plugin implements a simpkrface that
takes an email address (as a string) and retuensémbership of
the list if the email address corresponds to aingallst known to

that plugin. Given a new email address, Facenasbes it to all
resolver plugins to give them an opportunity tootes it into a

list. If no plugin succeeds, Facemail assumes thaileaddress
belongs to a single person.

The Facemail prototype currently has plugins foari8he, a list
management system specific to our university, ailrivan, a list
maintenance system in widespread use on the InteBeth list

systems generally require a password to accesséshbership
information.  For Blanche, the user's universitycamt is

sufficient to view any list, and the list informati is retrieved
from a single server. For Mailman, however, therusay have a
different password for each mailing list they sulise to, and
Mailman servers are scattered throughout the laterCurrently,
Facemail must be manually configured with the lmcet of

Mailman servers to check, and when it must look thp

membership of a list, it requests a password fiogruser.

Since Facemail has access to the user’s email atdwawever, it
could do a better job of discovering where Mailnsanvers are
located and collect passwords. Like many list reaiance
systems, Mailman adds List-* headers to messagshdited by
the list, from which the location of the Mailman bveerver can be
discovered. When the user subscribes to a list éametimes on
a monthly basis), Mailman also sends a stylizedilemassage
containing the user’s password. By scanning ther’siemail

archive and monitoring incoming email, a future sien of

Facemail could configure the Mailman plugin autaozly.

Most Mailman mailing lists make their membershigt kvailable
only to list members, so if the user is sendingl mmag list they
don’t subscribe to, then it may be impossible &pldy any faces



for its members. When Facemail can determine #matemail
address corresponds to a list (e.g. by finding rit @ known
Mailman server) but cannot discover its membershigenerates
a default membership of 100 placeholder addressetat it can
at least give the sense that many people may edbi user's
message.

4.3. Face Finding

Finding an image of a person’s face given theiriegudress is a
hard problem. Many different websites or databasedd contain
these images, and some of those might be acceswithyeto

authenticated users. Some people may not even d&atstable
image accessible in any way to the system. Becafighese
problems, Facemail attempts to find a good defautbmatically,

but it allows the user to change the image latdesired.

Like address resolving, Facemail uses a pluginiteatare to find
face images. The main difference is that in addresslving, the
address resolver that succeeds is assumed to textcbecause
each address resolving plugin is precise, meathagit it has an
answer the answer must be correct. Face findingthenother
hand is often not precise, and therefore Facenmaliges a
mechanism to choose between images returned bpretiff
finders. Each face finder plugin implements anriiatee that takes
an email address representing a single personedndhs a list of
rated images, where ratings range from 0.0 to Ed). the default
image, Facemail simply picks the highest rated &nag

Face finders that are more trusted or more pretiaa others
should return higher ratings. For example, facemwdrfrom a
corporate ID database should return a rating of dtile faces
found in Google Images may have a maximum ratin@. &f

For face finders that draw from an image source tuatains

images other than faces, it is useful to rate tieguimages using
Intel’s OpenCV face detector. When the face detditds a face

in the image, a rating is calculated based ondtadive area of the
face in the picture to an ideal area ratio. Thealidatio was

calculated by taking a database of 92 head-andiddsuportraits
of faculty and calculating the average ratio insthamages. The
average ratio of the face’s area to the full imageea was 23%,
and the Face detector rates images close to thalt itbse to 1.0.
If the image has a smaller ratio, then its ratiegrdases linearly
to 0.0 as the area ratio decreases to 0. If treerfatio is too high,
then the rating also decreases, but only down8ddp.a ratio of

100%, because an image that is purely a facellia giretty good

portrait for Facemail to use. Figure 6 shows anmga of ratings

that Facemail’s face detector gives for variousgesa

Figure 6: Ratings assigned by the face detector.

Facemail currently has two face finder plugins. TGeogle
Images plugin uses Google Image Search (imagedayoom) to

search for images related to an email address.il Bddresses are
translated into a query simply by removing the ‘@mbol, so
billg@microsoft.com becomes “billg microsoft.com.Querying
directly for “billg@microsoft.com” doesn’t work wklbecause
many users avoid publishing their email addredsilirin order to
prevent spam.

Conveniently, the image thumbnails that Google rretuin its
summary page are just about the size of imagewkatvant, so
the plugin returns those thumbnails directly rathtéran
downloading full-sized images.

The second plugin is for Facebook (www.facebook)c@rsocial
networking site used largely by students at sdi@ggtt schools and
colleges (although since late 2006, registrationthe site has
been open to anyone). The premise of Facebook Edmote
social networking and allow users to post pictweshemselves
and their friends, so it is a far higher-qualityusze of face
images, although less ubiquitous than Google Imad order to
use the Facebook plugin, the user must be a Fakebember,
and the plugin must be configured with the useracdbook
password.

Facebook does not let users search directly by leatiress,
despite the fact that email addresses are stordluein database.
As a result, the plugin queries Facebook with tilerfame from
the email address, such as “Bill Gates.” Since Bagk localizes
itself to the user’'s campus, results that werehatsame campus
appear first, this rating helps us to choose beatvmmges. Since
Facebook images are generally faces, the plugis doerun the
face detector to rate the images; instead, it Eaesbook’s search
rank as the basis for the image rating.

Other social networking sites, such as Friendster MySpace,
could be queried for images in the same way as eate In
corporate settings, many companies have photo s afl
employees and a centralized database containiisg thiotures, so
a Facemail plugin could connect to this databadees@& face
finders could simply return a rating of 1.0 for dages they find,
since they have a high probability of correctness,that their
results would take precedence over any of the sitigearches.

4.4. Caching

In order to make Facemail faster and reduce loatherservers
that Facemail searches, Facemail keeps a cachacefifnages
and list information locally. Caching happens auwtoally
during address resolving and face finding. In bo#ises, the
cache is represented as another plugin which isuttad before
other plugins.

Facemail currently does not expire or refresh theche
automatically, since using consistent faces in ititerface has
usability benefits. Users can manually requesewa search for
faces or refresh a list's membership using theiregliinterfaces
(Figures 4 and 5).

5. EVALUATION

This section describes two experiments conductedraoemail.
The first experiment concerned the user interfaned tested
whether adding faces to a compose window makesinised
emails easier to detect. The second experimentecnad the
backend, specifically the ability of the heuristiace finder
plugins to find correct faces for email addresses.



5.1. User Study

As a peripheral interface, Facemail must provideough

information in a single glance for the user to jedghether the
recipients are correct. In order to evaluate hoell \Wacemail
achieves this goal, we conducted a web-based studyhich

users viewed an image of a message compositionowineither
with faces or without, and determined whether ort tloe

recipients of the email were correct. To simulatglance, the
message window was shown for only a brief interville had
two hypotheses: (1) users would detect incorrecipients more
often with faces than with plain email addresses] &) users
would be better at estimating timeimberof recipients with our
face display than with plain email addresses.

Each trial in the test had three parts. Firstagepwas displayed
describing the scenario motivating the email messagd asking
the user to assume the role of the email sendeth Beenario
contained a short description of the situation,nglovith a
description of the intended recipients (but notrthetual faces or
email addresses). Recipients were chosen to biidafigures,
either celebrities or well-known people at our wmnsity. Figure 7
shows an example of a scenario.

Figure 7: Example scenario from the user study.

Once the user understood the scenario, pressingsthéutton
briefly displayed a picture of a message compasitiandow
showing a completed email message ready to be Sentetimes
this window included faces, sometimes not. Sometintee
recipients on the message were correct, and soeetiot. After
the brief display, the user was asked two multghieice
questions. The first question was “Would this dngai only to
the desired recipient(s)?”, and the choices werg X®, and Not
Sure. The second question was “If you sent this ilema
approximately how many people would receive it?ithwthe
choices Less than 10, More than 10, and Not Sure.

The test started with 3 warmup trials in which thessage display
interval was 10 seconds. These warmup scenarios designed
to get the user acquainted with the task, and thighformat of the
message composition window, in case it was unfamili The
warmup trials included one trial without faces, omial with
faces, and one trial with faces and the wrong ientp.

After the warmup, the user saw 30 trials, based5obasic
scenarios, each with 3 possible recipient listdy(ome of which
was correct), and 2 possible interface conditiomgh(faces or
without). The order of the trials was randomizethe display
time grew shorter as the study proceeded, sohiedirst 10 trials
were displayed for only 1 second, the second Idstror 0.5

Figure 8: Success rate for the question “Would tis email go
only to the desired recipient(s)?” Not Sure respores are
treated as wrong answers. Error bars show standarerror.

Figure 9: Success rate for the question “How manyeqople
would receive this email?” Not Sure responses aredated as
wrong answers. Error bars show standard error.

seconds, and the last 10 trials for 0.1 second&ath block of 10
trials, the test presented 5 scenarios with faces % scenarios
without.

We recruited 84 users to the web study by advediso on-
campus mailing lists. The web study collected rimfation on
their demographics and email use, but unfortunatetydata was
lost due to a programming bug. We believe thatsthigects are
representative of college students on our cammus have found
no reason to believe otherwise.

5.2. Results

Figures 8 and 9 show the fraction of correct answgéren to each
question, as a function of interface condition Kwiaces or
without) and window display time. Any answer of N&dre was
treated as incorrect. When the user had time fong glance at
the recipients (1 second), faces made very litifierénce in the
answers. This shows that our scenarios were miesigo that the
faces weren’'tnecessaryto answer the question, which was
desirable. The information needed to decide whetthe
recipients were correct was available in the eradiliresses as
well, assuming the user actually took the timettmlg them.



Google Images Facebook
Size | First Top5 | Wrong | None | First Top5 | Wrong | None
Students | 63 | 6 8 1 34 17 17 10 17
(10%) | (10%) | (2%) (54%) | 27%) | (27%) | (16%) | (27%)
Faculty | 93 | 42 47 11 15 1(1%) | 1 (1%) | 27 60
(45%) | (51%) | (12%) | (16%) (29%) | (64%)

Table 10: Performance of face findersFirst means the top rated image was correcfop 5
means the top 5 rated images included a correct irga; Wrong means the chosen image was
the wrong face;None means no faces were found.

When the user had little time for a glance, howd®eb seconds
or less), the presence of faces made a significamtovement in
the user’s ability to answer the questions coryedticreasing the
success rate from around 50% (not much differemifrandom
guessing)to 70-80%. A two-factor ANOVA showed that both
faces and flash times had statistically significaffects on both

questions§ < .001). These results confirm both our hypotheses

and clearly indicate that faces are a better wayolain
information about recipients at a glance, even edckto a
message composition window.

Faces also affected the user’s confidence in Hreswer. For the
desired-recipients question, 36% of the answers vidot Sure
when no faces were shown, while only 14% were NotSvhen
faces were shown The number-of-recipients questfwwed a
similar effect: 35% Not Sure without faces, 14%hwaces.

An interesting point to note is that users gengrdidl better at the
0.1-second glance time than at the 0.5-second timépth the

face and no-face conditions. This can be explaimgdearning

effects: display intervals were always presenteddétreasing
order, in order to acclimate the user to faster fastier speeds.
We surmise that the 1-second glance was abundaatftir most

users, while the 0.5-second glance crossed a thicegiat forced

the user to develop a new strategy, so that thefopmance was
temporarily worse in the 0.5-second block. Notewéver, that
the gap between faces and no-faces remains the isaspie of

the learning effect.

5.3. Face Finding Experiment

Two different mailing lists of people with knowncfss were run
through Facemail’s face finders in order to tesirtkffectiveness.
The first mailing list consisted of 63 current aridrmer
undergraduate residents of a dormitory on our campnd the
second was the list of 93 computer science facaltyour
university. Both Google Images and Facebook wete &bfind
some images for both lists, though neither hadracpéarly high
success rate. The success rates for both plugmssteown in
Table 10.

The Facebook plugin was roughly 27% accurate fodestts, but
since faculty are very unlikely to subscribe to étmok, the
success rate for faculty was only 1%. Google Imageghe other
hand, performed much better for computer scienceltfa who
were more likely to have their own home pages stadents. For
faculty, the Google Images plugin’s first choiceswarrect 45%
of the time, while for students it was correct ohBp6 of the time.
Incidentally, all the faculty had a face image imgallery on the
school’'s website, but that site blocks Google frimmexing the
images. Therefore, all of the results were fromuligcmembers’
individual web pages, although many of them usesl ithage
copied from the official school website.

Another interesting statistic to note is how acteiran image
source is at finding the correct image and pladirfgst, not just
in the Top 5. For Facebook, if it found a correotge at all, then
that image was invariably first. On the other ha@dpgle Images
sometimes placed the correct image farther dowtherrankings.
Using the face detector considerably increasedticeess rate of

Figure 11: Incorrect images found by face finder plgins. Image (a) contains the correct person standj with two others; (b) is a
slide written by the person; (c) is a map to the pson’s office; and (d) is a different person with he same name.



ranking images first, and it proved that it was fukefor
automatically finding good images.

This evaluation also showed us how valuable the fdetection
could be in some cases. For six addresses on ¢héyfdist, and
one address on the student list, face detectiomoivel the rating
such that the system automatically picked a morelsde image
than Google’s top-ranked result. Clearly, includfage detection
helped the system to find better results.

Figure 11 shows some of the ways that the faceefmdailed.
Sometimes, face finders find the correct persorn, tba photo
contains extra people that make the image confuggpmatic
cropping may help [7,10]; so might using the faeedtor to
prefer images with just one face over those withrerthan one.
Often, if the user has a webpage, there are graptic that
webpage such as a slide presentations or mapsfatbedetector
helps to filter out these distractors and pick orilgages
containing faces. Lastly, since some names are e@nymon, a
face finder relying solely on the user’s real namight find a
completely different person sharing the same ndrhis suggests
that Facemail should attempt to search for emaitesbses (which
are unique) before using real names.

6. DISCUSSION

This section addresses some of the limitations aafefail and
concerns that might be raised about it.

First, what if Facemail’s display is wrong? Thehmeitjues used in
the prototype implementation to resolve mailingsliand discover
faces suffer from partial or imperfect informatioss the face-
finding experiment demonstrated. Despite beinglacted with a
nearly ideal corpus — computer science faculty mesibwho

seem most likely of anyone to have a homepage icimgaa

photo, and undergraduates, who seem most likehhaee a
Facebook page — the best success rate for oufifeting plugins

was still below 50%. Mailing list resolvers suffesom similar

problems when faced with resolving an arbitrary iéraddress
from somewhere on the Internet.

One answer is that Facemail may be better suitecotporate
intranets and “walled garden” email systems, sushGaogle
Mail, in which reliable information about faces amdiling lists is
more readily available.

Facemail may still provide error-checking valueemvif its
guesses are sometimes wrong. If it determinesathaiddress is a
mailing list, it displays an array of placeholdecés, even if it
can'’t correctly resolve any of them — so the usar ootice that
the email is going to a crowd, not just to one pers Pressing
Reply To All instead of Reply will always display Easttwo
faces, rather than one, even if both faces are gvrof course, the
user can always select faces manually for theirtfteguent (or
most important) correspondents, but an interfaceigded
primarily for error prevention should not count asers to
actively contribute to it.

A related issue is thguality of the faces displayed by Facemail,
even if they are correct. Group photos and futhpshots are not
likely to be effective, since Facemail can displaply a
thumbnail. Automatic cropping might help here.marly, the
“faces” chosen by users for instant messaging asdussion
forums are frequently not photographs at all, lather avatars or
cute icons. We doubt that displaying an icon woble as
effective at preventing misdirected email as a hemhan face.

Facemail has some risks of its own. There is mse&Irrisk, for

example, if the user tries to guess a recipientiaieaddress, and
Facemail appears to confirm an incorrect guessitplaying the

right face. The current user interface makes nstindition

between faces obtained from a corporate databate (1.0) and
faces found out on the Web (which might be ratec¢hmiower).

One might hope that this would happen very rarglyabcident,

but one can imagine an attacker trying to subveet ¢mail-

address-to-face mapping in order to trick user® isénding

private information to the wrong place.

Should faces be displayed on received messageskhsas in
mail clients that support X-Face? A serious comdere (which
did not exist when X-Face first appearedplisshing fake emails
that try to persuade the user to give away sessifigrsonal
information. It's already easy to create a fakessage that
appears to come from any email address. Addingahufaces
that apparently legitimize these messages will omigke the
problem worse.

One solution to these security problems would becdmbine
faces with digital signatures, so that Facemailyodisplays
recipient faces that have been digitally signedheei by the
recipients or by a trusted third party. Unsignedes could be
omitted entirely or visually marked as uncertainfiluthe user
explicitly validates the connection between the iea@ddress and
the face.

Facemail may also threaten the user’s privacy, imx# enables
easier shoulder-surfing. Displaying faces not dméyps the user
notice and recognize the recipients of an emait, dlso helps
other people who happen to glance at the useréesarecognize
the user’s correspondents. This may be an ineeitatshsequence
of designing a glanceable interface: informatioattls easy for
the user to perceive at a glance is liable to sy & anyoneto
perceive. Privacy-augmented display techniqueg, [8dch as
blinding or secret visual codes, are one propoggutoach to
shoulder-surfing, but these techniques would seemwork
against the error-prevention goals of Facemaikesithey require
much greater attention from a user: intentionallyving aside a
blinder, for example, or mentally mapping a codé& better
compromise might be to make Facemadnsient The faces
might appear briefly at important points of an dnsaimposition,
such as when the user is choosing recipients, enwhe user is
about to send the message. At other times, thesfaould be
invisible, or very small.

Facemail also makes the membership of mailing fiastsmore
visible than normally, which may threaten the peivaf other list
members. Although many mailing lists technicallaka the
membership of the list available to the list's srfi®ers, many
users are probably unaware of it, and few would enidde effort
to look at it regularly, anyway. Facemail, on titeer hand, puts
the list members right in your face. For peopleowkndto the
mailing list, this is on balance a good thingtifaves them from
embarrassment or privacy violation. For other peopowever,
Facemail may change the social dynamics of maillisg
subscription, making it less anonymous in practice] harder to
lurk on a mailing list. Currently, if you never sendnassage to
the small liststinky-cheese-lovers@yahoo.cothen few people
are likely to notice that you're a stinky cheeseelo But with
Facemail, your face will show up in every other striber's
compose window. Mailing list subscription wouldughbecome
more like a chat room, or a physical group meetinghat your
presence is easy to observe.



Security issues aside, adding faces to the conipositindow
may have secondary benefits beyond error preventiinmay
make writing an email feel more personal and erjte/a It may
also help to moderate the tone of email, by fordimg writer to
look their victim in the eye, so to speak, befdaeniing.

Facemail may not go far enough in preventing umit@al
information disclosure. For example, many mailirgis have
public archives posted on the Web and indexed ascheengines.
How should Facemail display a list like this, whaseipients
may include not just the immediate subscribers butfact
everybody in the world with web access, now anthim future?
Many users aren’t aware of the traces they leavtherwWeb that
may return later to bite them. How can Facemailssialization
convey the message that a future employer or patespouse
might find and read this email too?

Finally, we have not yet conducted a full-scalddfievaluation of

Facemail, to determine whether it actually prevetsrs in the

wild. We have, however, been using it ourselves deveral

months. We found the faces distracting at firstitlp because
they were interesting (Facemail's automatic suggest were

often amusing), and partly because the face diday changing
as the system downloaded and added new faces. tOney

however, as we grew more accustomed to the faces,tle

system built up a database of faces for commorpiesdis, we

paid less attention to the display. Facemail ewaght an error:
one of us accidentally mistyped a mailing list adr and the fact
that Facemail didn’t display the correct faces dliém in to his

error.

7. CONCLUSION AND FUTURE WORK

This paper has described Facemail, a novel appraach
preventing information disclosure errors causedntigdirected

email. Facemail automatically collects faces foraé addresses
and renders them in a peripheral display while tlser is

composing an email message. Our experiments shthaedaces

significantly improved users’ ability to detect mhiected emails

at a glance, and that automatic face collectigrossible, if not as
good as might be desired.

Future work on the implementation side includeseeding
Facemail to support other webmail systems, suctiadmo Mail,
HotMail, and Google Mail, and adding plugins thatrease the
scope of Facemail's automatic information collegtisuch as X-
Face headers, Google Mail contact images, otherialsoc
networking sites, and other list maintenance systen®n the
evaluation side, we are planning a controlled sindyhich users
compose messages in the lab, with artificially atgel errors like
Reply To All instead of Reply. We also hope to ldgg=acemail
in a corporate setting, in order to do a field gtwehere high-
quality face information is available.
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