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To address the problem of semantic inconsistencies between information systems, the MEDIATE system utilizes semantic network representations of underlying databases to help resolve conflicts. During information exchange, representations are transmitted with the data, which aids interpretation of the data content. The dynamic nature of data interpretation in this system confers desirable traits of stability and scalability.

As expressed by McDonald, “Each island [information] system contains different data, different structures, and differing levels of granularity, and each uses a different code system to identify similar clinical concepts.” [1] This inconsistency between information systems presents one of the main obstacles to integrating clinical information. 

Many ingenious techniques have been developed to address basic hardware and software incompatibility issues, but it is still difficult to resolve inconsistencies and conflicts at the semantic level. Subtle distinctions can arise even when the same vocabulary is used to describe the same concept. For example, a “progress note” at one institution might include a problem list, whereas a “progress note” at a different institution may not.

The Medical Information Acquisition and Transmission Enabler (MEDIATE) system tackles the problem of integrating heterogeneous databases by representing medical concepts within a semantic network in which each concept is linked to associated concepts by organizational relationships. During information exchange between systems, MEDIATE also transmits appropriate portions of the semantic network representation along with the raw data. A data interpreter which understands the representations can then be used to analyze and display the transmitted information.

Unlike central data models or database schemas, MEDIATE is designed to allow different information systems to build data models which reflect local usage, rather than conform to a single standard. Information exchange takes place in an environment where the uniform interface relies on the relationships between data, rather than on the data itself.

System Description

Functionally, MEDIATE has three general processes: representation construction, query processing, and query interpretation.

The constructor enables users to build semantic network representations of the underlying medical database using standardized medical terminology and structured relationships. The native database and its representation are then packaged with a query processor that can manage requests from any MEDIATE-enabled system. Upon receiving a data request, the query processor cooperates with the native data retrieval mechanism to collect the requested data, and returns the data along with relevant portions of the representation. The requesting system then uses its query interpreter to coordinate translation of the message with the requesting system to recover the full content of the information. This process is illustrated in Figure 1.

In the semantic network representations, organizational relationships are used which describe how medical concepts are related to other concepts. For example, a clinic note may be “composed-of” several components such as a problem list, history, physical exam, and assessment, or a particular lab test may be a “subclass-of” another lab test, representing specialization of the concepts. 

These concept relationships can support functional computations, depending on the nature of the relationship links. For example, the use of “cooperative retrieval” strategies [2] is supported by the hierarchical nature of many of the relationships.

Software design 

MEDIATE includes the following components: medical information classes (MICs) which define an object to hold the representation of underlying medical concepts (nodes of the semantic network); organizational relationships between MICs (arcs in the semantic network); and computational functions to retrieve and compare MICs.


Figure 1. MEDIATE system functionality.

The MIC is a data structure which stores the following information about a medical concept: identifying information, relationships with other concepts, and the format of stored information. 

The organizational relationships are grouped into several categories. Relationships within each category share characteristics which help define the computations that can be performed. For example, the composition category supports transitive closure, while the specialization category supports inheritance. Some of the relationships are summarized in Table 1 (the reciprocal relationships are assumed but not displayed e.g. subset-of and superset-of).

Relationship
Category
Example Properties

same-as
identity
commutative

associated-with
association
commutative

component-of
composition
hierarchical

subset-of
set membership
transitive

subclass-of
specialization
inheritance

element-of
collection
hierarchical

attribute-of
attribution
inheritance

Table 1. Relationship characteristics

The capability to support additional computational functions is illustrated by the following example of cooperative data retrieval. A child with short gut syndrome who normally receives care at Hospital B is seen for pre-operative evaluation at Hospital A. Since the child is receiving total parenteral nutrition (TPN), the evaluating physician performs a nutritional assessment by ordering a TPN panel and attempting to retrieve previous TPN panel results from Hospital B. Since both hospitals are MEDIATE-enabled, the query process proceeds as follows.

The initial query to Hospital B for the patient’s TPN panel returns no match for the concept. Hospital A automatically sends another query to Hospital B but this time includes the local network for TPN panel. Relevant portions of the representations from Hospital A and Hospital B are shown in figure 2.

The query processor for hospital B attempts to perform concept-matching through the following algorithm. The processor analyzes the representation from Hospital A by first searching for sub-concepts using breadth-first search. (The following categories are searched, in order: composition, set membership, collection, and specialization.) The processor then attempts to match each of the sub-concepts to medical concepts from Hospital B (in this example, the specific chemistry results such as Na and Alb).





Figure 2. Subgraph of semantic network representations at Hospital A and Hospital B

If at least 50% of the sub-concepts have matches, the processor aggregates all the matching sub-concepts and uses the representation from Hospital B to find a “containing” concept. The processor follows links back up the hierarchy of the representation, starting with composition links, then set membership, collection, and specialization links. If a higher-level concept is found that contains at least 50% of the matching sub-concepts within its tree, that concept becomes a candidate match for the concept from Hospital A. The most specific (lowest level) concept with the highest number of matching sub-concepts is returned as the matching concept. In this example, the Chem 20 test in hospital B has a sufficient number of matching sub-concepts and is returned as a concept match.

When no sub-concepts exist, the concept matching algorithm traces concept association links and attempts to match associated concepts in a manner analogous to using sub-concepts. Association search, however, is limited to a search distance of a single relationship link.

Finally, if concept matching through sub-concepts and associated concepts fails, the query processor attempts to “generalize” the query by tracing relationship links one level higher (again using composition, set membership, collection, and specialization links, in that order) and attempting to find a concept match at that level. In the current example, if the TPN Panel and the Chem 20 test were not similar enough to meet the matching criteria, the query processor would return Serum Chemistry values as a generalization of the original query.

When Hospital B returns values for the Chem 20 test to Hospital A, it returns the subgraph representation 

for Chem 20 and distinguishes TPN Panel sub-concepts which did not match within Chem 20. Hospital B will also return values for these isolated TPN Panel sub-concepts if they achieve individual matches in the Hospital B semantic network outside of the Chem 20 subgraph.

Implementation
As an initial test bed, MEDIATE is incorporated into the Personal Internetworked Notary and Guardian (PING) project by Kohane. [3] As part of the PING objective to implement a secure, patient-controlled, lifetime medical record, electronic medical data will be integrated from many diverse sources. MEDIATE acts as the interface layer between the PING system and the data sources.

Programming has been performed in Java to take advantage of its portability onto different hardware/software platforms. Database hooks between MEDIATE and native databases are implemented using Java Database Connectivity calls. Messaging protocols utilize the XML markup language and are designed to be compliant with evolving standards of Health Level 7 (HL7) communications.

Discussion

The advantages of MEDIATE arise from three main features: 

1. Encapsulation of data sources in an interface that allows “dynamic interpretation” of the transmitted information.

2. Representation of a form of context.

3. Computation which is supported by the nature of the semantic network.

Dynamic interpretation

By encapsulating a medical data source in MEDIATE, an abstraction layer is constructed which provides a uniform interface for other systems to use. Using this interface to transmit information about how a data source is structured and organized creates a “dynamic” process of data interpretation in which the querying system need not worry about how the data source organizes information. This information is recovered directly from the representation included in the transmitted data stream. This contrasts to a “static” process of data interpretation in which the structure and format of the data needs to be known before information exchange can occur.

The dynamic interpretation of data also confers additional benefits of stability and scalability. Stability is enhanced because information systems which utilize MEDIATE are minimally affected when a data source must be modified. As long as the data source appropriately modifies the semantic network representing the database, querying systems will automatically re-interpret data from the modified data source by utilizing the new representations.

Scaling the system is easier because adding more data sources to a network of systems is transparent to the information systems which already communicate within the network. A querying system only needs to know that a new data source exists to utilize information from the new source.

Conceptual Context

The semantic network representation of concept relationships provides a form of context in the form of locally-linked nodes. When two concepts have similar semantics, the local network can be compared to distinguish the two. In a corollary fashion, the conceptual context can help determine the similarity between two concepts that use different terminology. 

The conceptual context also provides a way to represent and preserve the “granularity” of how information is organized in a data source. This has implications for the ease of information retrieval and transmission. [4]
Additional computational functionality

The structure of the semantic network representation can be exploited for further benefits. The network itself can be validated for internal consistency. Similarity metrics can be used to compare two networks or concepts within the networks (as in the example given previously).

More sophisticated queries can be executed by taking advantage of the semantic network properties. For example, all the subcomponents of a concept can be retrieved automatically without specifying each subcomponent. A request for “thyroid function tests” will return the results for all the sub-component tests as specified by each institution’s particular representation.

New “concepts” can be created by users to retrieve and present information in a consistent manner. If an investigator wants to define a new disease state consisting of hypogammaglobulinemia, renal dysfunction, and neutropenia, the investigator can create this concept in the local semantic network. Querying remote systems for the new concept will not return a match, but the subcomponent values will be returned and presented in an organized fashion.

Other approaches to integration

One method to address the problem with heterogeneity is to specify a common data model or database schema which would ensure compatibility, such as the HL7 Reference Information Model. [5-20] Mapping disparate data sources into a common data model, however, requires reconciliation of semantic concepts between existing data models. This leads to compromise of information detail and increases ambiguity as individual models are forced to conform to the common model. In addition, each time the common model is changed, the process of mapping data sources into the model structure is repeated. As a result, modifying or adding to the common model has a high cost which can make the model difficult to maintain or scale poorly.

Terminology issues are important in any attempt to exchange information between heterogeneous systems. [21-30] Large efforts to reconcile or utilize existing “standard” vocabularies include the Unified Medical Language System (UMLS) Metathesaurus, and the Galen project. [31, 32] MEDIATE relies on work previously accomplished in this area to promote consistency in concept representation. The identifying information for a MEDIATE concept includes links to a dictionary based on standardized vocabularies from the UMLS Metathesaurus. But terminology reconciliation cannot reveal some semantic distinctions that are evident in MEDIATE, such as institutional variances in the composition of a progress note.

The UMLS also provides a Semantic Network which contains many medical concepts. [33] This network, however, was not designed to support a representation of how information is organized within a medical database. The relationships between concepts have ill-defined properties that make it difficult to rigorously compare concepts or apply other computational functions. 

Summary

MEDIATE differs from other approaches to information exchange because it enforces uniformity at the information organization level rather than at the information content level. The transmission and interpretation of system-specific representations is fundamentally different from using centralized information models to aid in mediation or data transformation. This method of dynamic data interpretation allows a querying system to retrieve information from a remote system without previously negotiating the organization of that information. In addition, the nature of the relationship links in the semantic network representation embody a form of context which aids in interpreting data, and also supports useful computation such as cooperative retrieval strategies.
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