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Abstract

A model for representing groups of dynamic agents is proposed and a least squares method is used for
fitting model parameters based on observed position data. The physically motivated, difference equation
model combines effects from agent dynamics, interactions between agents, and interactions between
each agent and its environment. The technique is implemented to identify a model for a group of three
cows using collected GPS tracking data. The model is shown to capture both overall characteristics of
the group as well as the attributes of individual group members. Applications to surveillance, prediction,
and control of various kinds of groups of dynamical agents are suggested.

1 Introduction

We wish to make predictive models for groups of mobile agents using position tracking data from those
agents. For example, we would like to be able to use the trajectories of people in a crowd to develop
dynamical models that capture the behaviors of the crowd as a whole. Such a model may be used to identify
modal changes in a group of agents (e.g. determine abnormal activities), identify individual roles of agents
within a group (e.g. leaders vs. followers), or, ultimately, to control such groups. In the case of livestock,
this will enable farmers to identify disease or threats within the herd. In the case of people, the ability to
identify normal and abnormal behavior has numerous applications in surveillance, monitoring, and crowd
control. Such a model may also be used to design controllers for engineered agents to mimic the behaviors
of the observed group.

This is a complicated problem in its generality, however, we make a step toward a working solution in
this paper. We propose a particular model structure, which we expect to adequately represent a range of
mobile agents, both natural and engineered, that are of practical interest. The model structure parameterizes
the internal dynamics of each agent, the interactions between agents, and the interactions between the agents
and the environment. Furthermore, we use methods from system identification to show how position data
from a group of agents can be used to tune the dynamical model. We demonstrate the technique by fitting
a model to tracking data from a group of three cows. The model is validated by testing the whiteness of the
residual error of the model and by comparing global statistics of simulations verse the actual data. We also
show how the resulting model can be used to control simple robots. The same approach can be used with
position data from other types of agents (e.g. a pack of wolves, a crowd of people, a group of automobiles,
etc.) to develop predictive models of group dynamics from physical data.

This problem lies at the intersection of several veins of research. Most directly relevant to our work is a
set of results in which observed position data is used to produce Minimum Description Length (MDL) codes
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for describing the observed motion of agents [3–5]. The goal of our research is similar, but the techniques we
employ are quite different, relying on recursive difference equations rather than discrete codes to describe
the observed motion. Similarly, there has been interest in identifying modes of activity in order to more
naturally interact with observed agents, or to predict future actions of agents [2,7,11,12]. Again the models
employed in these works are typically of a different nature than ours. Also, there has been considerable
work in designing computer models of crowds of people, traffic flow, and related dynamical systems, using
tools mostly adapted from the kinetic theory of gases, and fluid mechanics [1, 6, 9, 10]. Our model structure
is similar to ones employed in this area, however, to the authors’ knowledge, these works do not incorporate
learning from data to tune dynamical models. Furthermore, this research generally has been used to render
realistic-looking group motion, rather than being applied to problems in control and prediction.

Our work introduces two main innovations towards the solution of this problem. The first innovation
is a new model for groups of dynamic agents. The model is related to the ones developed in [6] and [10],
using artificial force fields to represent competing intentions of dynamical agents. However, the model uses
a unique way of expressing the interaction between a dynamical agent and its environment—one that allows
for the agent to be forced into closed paths. Our second innovation is in applying the system identification
method to identify the parameters of the model given a set of positions measured from an actual group of
agents. This produces a model tuned to behave like a specific kind of dynamical group.

The remainder of this paper is organized as follows. The model is described in Section 2. The appli-
cation of system identification to identify model parameters is described in Section 3. The technique is
demonstrated and validated in Section 4 with GPS tracking data from a group of three cows.

2 Model Description

We consider a linear-in-parameters model structure with three naturally distinct parts to describe the motion
of physical agents moving over a plane surface. Firstly, each agent is given internal dynamics to enforce
the constrains of Newtons laws. Secondly, a force1 is applied to each agent from its interaction with each
of the other agents in the group. Thirdly, a force is applied to each agent as a function of its position in the
environment. All remaining effects are modeled as a white noise process.

2.1 Individual Agent Dynamics

The proposed model can be written in state-space, difference equation form as
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Agent i’s state xτ
i = [eτ

i nτ
i uτ

i vτ
i ]

T consists of its East position, North position, Eastern component of
velocity, and Northern component of velocity after the τth iteration, and its position is given by, pτ

i =
[eτ

i nτ
i ]

T . The time step ∆t is given by tτ+1 − tτ , and we assume it is constant for all τ . The term ai

represents damping. For a system with zero damping this term is unity, and it is less than one for damped
systems. The function fi j(pτ

i , pτ
j) determines the force applied by agent j to agent i, and there are a total of

m agents in the group. The function gi(pτ
i ) represents the force applied by the environment to the agent at

point pτ
i . Finally, wτ

i is a zero-mean Gaussian white noise process used to model the unpredictable decision-
motive processes for agent i. Nonholonomic constraints which are often present in mobile agents, such as

1In this work the term “force” is used in a metaphoric sense. When we talk of a “force” we are referring to the intention of the
agent to accelerate in a particular way using it’s own motive mechanisms.
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Figure 1: The coefficient of the agent-to-agent interaction force is shown on the left for θ1 = 1 and θ2 = 1.
On the right, the vector field representing the force felt by an agent at each point on the plane is shown for an
example agent trajectory. The black dots show the locations, γik, of the Gaussian functions, the blue arrows
show the force field and the red curve shows the agent trajectory.

people, cows, or automobiles, are neglected in this treatment, though they could be incorporated with an
increase in the complexity of the model structure. Note that the matrix G enforces the dynamical constraint
that forces can only affect changes in velocity in accordance with Newton’s second law.

2.2 Agent-to-Agent Interaction Force

Dropping the τ superscripts for clarity, the form of the chosen agent interaction force law, f i j(pi, p j), is
given by

fi j(pi, p j) =
[

1 − 1
‖p j−pi‖

]

[

θ1i j

θ2i j

]

ni j, (2)

where ni j = (p j− pi)/‖p j− pi‖ is the unit vector along the line from pi to p j (henceforth, ‖·‖ will denote the
`2 norm). The function should be understood as the inner product of a basis function vector and an unknown
parameter vector, applied in the direction from pi to p j. This force law is designed to accommodate the
principle that forces between agents should be repulsive at close distances and attractive at far distances. To
see this property clearly, examine the scalar coefficient of ni j given by

Fi j = θ1i j −
θ2i j

‖p j − pi‖
.

A plot of Fi j is shown on the left of Figure 1. Notice that with θ1i j > 0 and θ2i j > 0 the desired char-
acteristic is achieved. Indeed, as ‖p j − pi‖ → 0, Fi j → −∞, which is repulsive, while ‖p j − pi‖ → ∞,
Fi j → θ1i j > 0, which is attractive. Other, similar force laws can be created to produce unbounded attraction
as ‖p j − pi‖ → ∞ and zero attraction as ‖p j − pi‖ → ∞. We chose this law for its simplicity. Note that the
function can equivalently be expressed as the gradient of a potential function, in which case the reader may
recognize the potential as one commonly used in computational models of physical, multi-body systems
(e.g. atomistic models of elastic materials).

The sum of fi j over all neighbors j can be expressed as

∑
j 6=i

fi j =

[

φ f ui

φ f vi

]

θ fi , (3)
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where

φ f ui =
[

e1−ei
‖p1−pi‖ · · · em−ei

‖pm−pi‖ − e1−ei
‖p1−pi‖2 · · · − em−ei

‖pm−pi‖2

]

φ f vi =
[

n1−ni
‖p1−pi‖ · · ·

nm−ni
‖pm−pi‖ − n1−ni

‖p1−pi‖2 · · · − nm−ni
‖pm−pi‖2

]

, and

θ fi =
[

θ1i1 · · · θ1im θ2i1 · · · θ2im

]T
,

permitting a slight abuse of notation since the indices j = i are actually excluded from the above vectors.
This notation will be useful in what follows.

2.3 Environment-to-Agent Interaction Force

The interaction between each agent and its environment is modeled as a nonlinear mapping from each point
on the plane to a force vector, representing the force applied by the environment to the agent. To this end,
two networks of Gaussian basis functions are used, one for each of two perpendicular force components.

In particular, the function gi(pi) can be written

gi(pi) =

[

θui1 · · · θuin

θvi1 · · · θvin

]







φg1(pi)
...

φgn(pi)






, (4)

where

φgik(pi) =
1

σik
√

2π
e

−‖pi−γik‖2

2σ2
ik .

There are n total basis functions for each of the East and North velocity components, therefore k =
1, . . . ,n. The center position of each Gaussian is given by γik, its standard deviation is given by σik and its
strength is represented by the unknown parameters θuik for the Eastern component, and θvik for the Northern
component. Gaussian basis functions were chosen for their familiarity; the objective being to demonstrate
the modeling approach with a minimum of complications. A number of other basis functions types could be
used, including wavelets, sigmoidal functions, or trigonometric functions.

It is important to note that a vector-field parameterized in this way is not necessarily a potential gradi-
ent. A gradient field, V (p) = −grad(Ψ(p)), cannot admit closed circulations, since from vector calculus
curl(V ) = curl(−grad(Ψ)) = 0, thus by Green’s Theorem,

∮

sV ds =
∫

As
curl(V )dA = 0, where s is any

closed curve on the plane, and As is the area enclosed by s. In words, the circulation around any closed
curve is identically zero for the gradient of a potential field. This non-potential parameterization was se-
lected because one can imagine agents intending to traverse closed orbits on the plane. For example, a cow
may have a routine of passing between a water source, a shaded tree and a grassy patch in a periodic fashion.

Figure 1, on the right, shows a plot of an example force-field parameterized in the above way. The
arrows show the forces induced by the field, the black dots show the centers of the Gaussian functions, γik,
and the red curve shows the path of an agent over the vector field.

The expression in (4) can be put into a different form to match that of (3). In particular

gi(pi) =

[

φgui

φgvi

]

θgi , (5)

where

φgui = [ φg1 · · · φgn · · · 0 · · · ],

φgvi = [ · · · 0 · · · φg1 · · · φgn ], and

θgi = [ θui1 · · · θuin θvi1 · · · θvin ]T .

Although somewhat awkward, this form will become useful in what follows.
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3 System Identification with Least Squares Fitting

The model that was developed in Section 2 can be manipulated into a form so that its parameters can be fitted
using the Least Squares method for system identification [8]. We assume that only position measurements,
pτ

i , τ = 1, ...,N, are available to perform the fitting. We can eliminate ui and vi from the dynamics in (1) to
provide a second order equation in the position only. Notice that from (1) we can write

pτ+1
i = pτ

i +∆t
[

uτ
i

vτ
i

]

, (6)

and
[

uτ+1
i

vτ+1
i

]

= ai

[

uτ
i

vτ
i

]

+

(

m

∑
j=1, j 6=i

f τ
i j +gτ

i +wτ
i

)

. (7)

We can solve (6) for [uτ
i vτ

i ]
T and substitute into the right hand side of (7). We then substitute the result

back into the right hand side of (6), shifting time indices appropriately, to obtain the desired expression

pτ+2
i = pτ+1

i +(pτ+1
i − pτ

i )ai +∆t

(

m

∑
j=1, j 6=i

f τ
i j +gτ

i +wτ
i

)

.

We can use the above expression to formulate a one-step-ahead predictor. First, define combined regressor
vectors φ τ

ui
= [ (eτ+1

i − eτ
i )/∆t φ τ

f ui
φ τ

gui ], and φ τ
vi

= [ (nτ+1
i −nτ

i )/∆t φ τ
f vi

φ τ
gvi ], and a combined pa-

rameter vector θi = [ ai θ T
fi

θ T
gi ]T . By taking the expectation, substituting (3) and (5) for ∑ j 6=i fi j and gi

respectively, then making use of the combined regressor and parameter vectors we get

p̂τ+2
i = pτ+1

i +∆t
[

φ τ
ui

φ τ
vi

]

θi, (8)

where p̂τ+2
i is the expected value of pi after τ +2 time steps, and wτ

i drops out in the expectation.
The Least Squares method is now implemented to find the optimal model parameters. Specifically, we

wish to find the free parameters, θi, to minimize the mean squared prediction error over all available time
steps. The mean squared prediction error can be written

Ji =
1

N −2

N−2

∑
τ=1

(pτ+2
i − p̂τ+2

i )T (pτ+2
i − p̂τ+2

i ).

Substituting into the above expression with (8) and (6) yields

Ji =
∆t2

N −2
(Yi −Φiθi)

T (Yi −Φiθi), (9)

where

Yi = [ u2
i . . . uN−1

i v2
i . . . vN−1

i ]T , and Φi = [ φ 1
ui

T
. . . φ N−2

ui

T φ 1
vi

T
. . . φ N−2

vi

T ]T ,

and uτ
i and vτ

i are obtain from (6). Notice that Yi and Φi are derived directly from measured position data.
The least squares problem is then formulated as θ ∗

i = argminθi Ji(θi). Following the typical procedure for
solving the least squares problem we find that

θ ∗
i = [ΦT

i Φi]
−1ΦT

i Yi. (10)

5



The right hand side of (10) consists entirely of measured data while the left hand side is the vector which
represents the optimal parameters of the dynamic model.

The resulting error in the fitting process is now used to define wi, so that

wτ
i =

[

uτ+1
i

vτ+1
i

]

−
[

φ τ
ui

θ ∗
i

φ τ
vi

θ ∗
i

]

.

If the “true” system dynamics are represented by the fitted model, we expect to find that wi is zero-mean
and white, since that would indicate that we have captured all of the predictable parts of the process in the
model, leaving only white noise. Specifically, for perfect fitting, E[wi(t)wT

i (t +τ)] = δ (τ)Qi, where δ (τ) is
the Kronecker delta function. Therefore, the “whiteness” of wi can be used as an indicator of the goodness
of fit that has been achieved. For simulation purposes, we would assume that wi is Gaussian white noise,
and design Qi to be equal to the covariance of the error left over from the fitting procedure.

Using this method, the optimal parameters are determined for each cow i = 1, . . . ,m to yield parameters
for the entire herd. Note that the Least Squares regression can also be formulated recursively, so that each
new available measurement becomes integrated into the parameter estimates, tuning them as time progresses.
The recursive formulation may be advantageous in this application, and we hope to explore it in the future.

4 Modeling a Group of Cows

The method presented above was used to model the dynamics of a herd of cows. Data collected from actual
cows was used for fitting the model parameters and for evaluating the resulting model.

4.1 Data Pre-processing

Data was collected in a single trial from three cows fitted with GPS collars. For each cow, data consisted
of approximately 220 GPS position entries collected at intervals alternating between 43 seconds and 53
seconds. The raw GPS data was pre-processed according to the following steps. Entries, τ , for which the
quantities ‖xτ − xτ−1‖/(tτ − tτ−1) and ‖xτ+1 − xτ‖/(tτ+1 − tτ), were both greater than 3m/s were removed
as outliers, where xτ is the GPS position vector of one animal. The data for all animals were artificially
synchronized to a common clock with a common uniform sample interval of 10 seconds. This process
resulted in data entries being repeated for several 10 second time steps. To smooth these repeated data
points, the data were passed through the filter

pτ = b0xτ +b1xτ−1 + . . .+bnxτ−n,

where pτ was the τ th filtered position vector, xτ was the τ th unfiltered position vector, and the coefficients
b j were calculated according to the Gaussian distribution

p j = e j2/2σ2
, and b j =

p j

∑n
i=0 pi

,

where n = 30, and σ = 6. The resulting data set consisting of a sequence of approximately 1100 entries for
each animal and a common series of time stamps of the same length, was used for model fitting and testing.

4.2 Least Square Results

The data were used to find model parameters as described in section 3. The panels in Figure 2 show the
force coefficients Fi j(pi, p j) for the three cows. For each cow the two plots show the interaction force with
each of the two other cows in the herd. Note that the forces are not necessarily pair-wise symmetric, that is,
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Figure 2: The agent-to-agent interaction forces are shown for the three cows. Each curve represents the size
of the force imposed by one cow on another as a function of the distance between the cows. A positive value
is attractive while a negative value is repulsive.

Figure 3: The environment-to-agent force field is shown for the three cows. The field was fitted to the first
half of the data set for each cow. The black dots are the centers of the Gaussian functions and the red curve
shows the cow’s path over the data used for regression.

Fi j 6= Fji in general. The plots show, for example, that Cow 3 was attracted to Cow 1 at close range, while
Cow 1 was repulsed by Cow 3 at close range.

The environment-to-agent vector fields are shown in the panels of Figure 3 for the three cows. The black
dots show the centers of the Gaussian basis functions, γki, the blue arrows show the direction and magnitude
of the force felt by a cow at each point, and the red dots show the position data used for regression. The
Gaussian centers were spaced over an even grid containing the trajectory of the cow. If the trajectory did
not enter the grid region of a Gaussian function, it was dropped from the network. This primitive pruning
algorithm was used for simplicity; more complex algorithms could be employed. The Gaussian widths were
chosen to be 2/3 the length of the grid space occupied by the Gaussian.

The ability of the model to capture the relevant qualities of the data was investigated by examining the
covariance function of the residual error, wi, in comparison with the covariance function of the velocity as
calculated by (6). The top of Figure 4 shows the auto-covariance of the Eastern component of the residual
and the velocity for Cow 1. Notice that the strong temporal correlation in the velocity has been greatly
reduced in the residual, indicating that the model has captured a good deal of the predictable qualities of
the data. The plots for the other cows are excluded, though the results are similar. Also, the residual and
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Figure 4: The top plot shows the covariance function for the Eastern component of both the velocity and
residual. In the bottom plot, the whiteness of the Eastern component of the residual is compared with that of
the original velocity data. If either signal were white, we would expect it to lie within the dashed envelope.
Both plots indicate that the residual is “more white” than the original data.

the velocity were subjected to a whiteness test as described in [8] pp. 512-513. The bottom of Figure 4
shows a particular statistic, ζ , for the residual and velocity data. If the underlying random process were
white, we would expect ζ to be χ2-distributed, and it would lie within the envelope defined by the dashed
line with probability .95. Note that the residual does not lie within the envelope, though it is roughly two
orders of magnitude closer to it than the velocity. We can conclude that the model has not captured all of the
predictable qualities of the data– we might still be able to find a better class of models to fit. However, the
proposed model may be sufficient for many practical applications, as demonstrated in the following section.

4.3 Herd Simulation

In this section we describe simulation experiments carried out with the models fitted in Section 4.2. We
simulated a group of three simple mobile robots controlled to behave according to the fitted dynamical
model. The simulated robots were observed to carry out behaviors statistically similar to the measured herd
of cows. Specifically, the dynamics in (1) with the parameters identified using the least squares system
identification were considered as a system of difference equations to describe the motion of mobile robots.
These equations were numerically solved in a Matlab environment.

The trajectories of the robots from a typical simulation are shown in the left side of Figure 5 laid over a
schematic showing the fences of the paddock where the actual cow data was measured. The right side shows
the actual cow data trajectories over the same time window. The similar lengths of the trajectories indicate
that the simulated robots traveled with speeds comparable to the actual cows. Also, the robots generally stay
together, as do the actual cows. What is perhaps more surprising is that the simulated robots track the edges
of fences, as do the real cows. This tendency is captured through the agent-to-environment force field, as
the model has no direct knowledge of where boundaries may lie (simulated Cow 3 even crosses the fence
boundary temporarily).

Furthermore, statistics were gathered for the simulated robots and compared with those from the actual
data. Figure 6 shows a comparison of the two sets of statistics. Notice that global properties as measured by
these statistics are preserved by the model.
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Figure 5: The left picture shows trajectories of a team of simulated robots controlled to behave like a herd of
cows. The robots use dynamical laws generated from the procedure described in this work. Their positions
are laid over the fence line of the paddock where the original data was collected. The right picture shows
the actual cow data over the same time window.

Figure 6: The bar charts compare various statistics for the actual cow data and the simulated robots. The
top charts show the mean and standard deviation of the distance from one cow to the other two cows in the
group. The bottom charts show the mean and standard deviation of the speed of each cow.

5 Conclusions

In this paper we presented a method to generate models of groups of dynamical agents using observations
of the agents’ positions over time. We formulated a physically-motivated difference-equation model with
terms to account for the internal dynamics of each agent, the interactions between pairs of agents, and
the interactions between each agent and its environment. The environmental interaction force is of a non-
potential gradient form to allow for closed circulations of agents. The Least Squares system identification
method was used to fit the model to data from a herd of three cows. The ability of the model to capture
the dynamical properties of the cows was tested through simulation and by examining the whiteness of the
residual error signal.

Several avenues remain open for the extension of this work. Specifically, analyzing model parameters
to identify the social roles of individuals would be of interest to animal behavior researchers. Also, it may
be interesting to investigate the use of basis functions other than Gaussians for the environmental-to-agent
interaction force. Also, nonlinear regression methods for identifying parameters that do not occur linearly
in the model would be interesting to explore–Expectation Maximization techniques, for example. Finally, it
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remains to test this method more extensively on a variety of dynamical agent groups, including people, and,
ultimately, to introduce an adaptive control strategy to make use of the dynamical model.
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