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Abstract

Computing rectilinear shortest paths in two dimen-

sions has been solved optimally using a number of dif-

ferent techniques. A variety of related problems have

been solved, including minimizing the number of bends

in the path, the total rectilinear distance, or some com-

bination of both. However, solutions to the 3D ver-

sions of these problems are less common. We pro-

pose a solution to the 3D minimum-bend path prob-

lem, which has theoretical as well as practical interest.

Applications include motion planning problems where

straight line motion is preferred over taking arbitrary

turns. We employ our results in motion planning for

self-repair in self-reconfigurable robots.

1 Introduction

In robotics, much effort has been devoted to the im-
portant motion planning problem [5]. We wish to de-
velop a class of motion planning algorithms for robots
restricted to move along rectilinear paths, where mov-
ing linearly is easier than changing the direction of mo-
tion. This class of problems is called minimum-bends

shortest path problems. Such algorithms have numer-
ous possible applications. Examples include motion
planning for structured environments such as assem-
bly lines, where it is simpler to command the robot
to move along three set directions than to require ar-
bitrary movement, and automated machining tasks
where controlling a turn is more difficult and error-
prone than controlling a straight line. Although the re-
sulting rectilinear plans may be longer than the short-
est path in terms of rectilinear distance, the actual
execution of such plans may be faster and more ro-
bust. We are especially interested in applying these
rectilinear motion planning algorithms to planning for
modular self-reconfigurable robots. In this applica-
tion, modules move through the structure of the robot
so as to generate a desired shape change for the robot
as a whole. Because modules in these robots form a
lattice, module motion is rectilinear. Moreover, chang-
ing the direction of movement of a module is much

more difficult than maintaining straight-line motion,
so efficient planning involves finding a rectilinear path
with minimum bends.

The general problem of finding a shortest path be-
tween two points among obstacles has been extensively
studied in many contexts, and with common varia-
tions such as the rectilinearity constraint and bend-
distance1 metric we consider in this paper. Opti-
mal solutions exist for finding a minimum-bend path
(MBP) in 2D, but much less work has been done with
the 3D variant, even though many applications require
a 3D solution. For 2D, the optimal O(e log e) running
time [14], where e is the number of obstacle edges, has
been achieved by a number of algorithms [7]. However,
these do not extend trivially to higher dimensions, and
general 3D path planning is hard. Using the Euclidean
distance metric, the 3D shortest path problem among
obstacles is NP-Hard [10], for example. Adding re-
strictions on the characteristics of paths and obstacles
makes the problem tractable.

In this paper we propose an algorithm to solve the
3D minimum-bend-path problem (3D-MBP), and ap-
ply the algorithm to motion planning for self-repair
in self-reconfigurable robots. We describe our 3D-
MBP solution, analyze its complexity and present
simulations that demonstrate its utility and practi-
cality in motion planning. Our algorithm runs in
O(n2 logn+n2I) time, where n is the number of obsta-
cle vertices and I is the maximum number of obstacles
instersected by a line parallel to the x axis. This result,
to our knowledge, is the first published 3D-MBP solu-
tion, and is the first to extend the wavefront technique
to 3D.

2 Related Work

Much of the existing work on finding rectilinear
paths among rectilinear obstacles2 is motivated by ap-
plications in VLSI wire routing. The number of bends

1Many authors use the term link-distance.
2Rectilinear obstacles have all edges parallel to a coordinate

axis.
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in a path affects resistance, and the total length affects
cost. In some models, vertical and horizontal wires are
restricted to separate layers, and minimizing connec-
tion between layers is desirable. An excellent survey
is given by Lee et al. [7]. Lee provides a taxonomy
of problem variations along with a categorization of
algorithmic techniques. In addition to MBP, SMBP is
defined as the shortest-minimum-bend-path problem.
Of all MBP solutions, the SMBP solution minimizes
rectlinear distance. A survey by Maheshwari and Sack
[8] is forthcoming.

2.1 2D Algorithms

Two different approaches have dominated rectilin-
ear shortest path algorithms in 2D. In the graph-
theoretic approach, the method is to build and search
a path-preserving graph [16]. The graph is constructed
to contain sufficient distance information to allow
standard graph search algorithms to find solutions.
The second technique is the wavefront, or “contin-
uous Dijsktra” approach, where line segments carry-
ing distance information sweep away from the source.
Mitchell [9] proposed a 45-degree wavefront algorithm,
while Lee’s algorithm [6] uses simpler horizontally ori-
ented wavefronts. The horizontal wavefront algorithm
is described in more detail in section 2.3.

2.2 3D Algorithms

Extending these 2D solutions to higher dimensions
is difficult. Piatko [13] proves various problems to be
NP-Hard, and outlines approximation algorithms for
3D problems among arbitrary polyhedral obstacles.
Restriction to orthohedral obstacles, which have all
edges parallel to one of the coordinate axes, is useful.
Mitchell [9] suggested the application of the continu-
ous Dijkstra approach to 3D problems. Choi and Yap
[1] propose a solution to 3D-SP among “box” shaped
obstacles with O(n2 log n) running time, where n is the
number of “boxes”. To our knowledge, no exact solu-
tion to 3D-MBP with orthohedral obstacles has been
published.

2.3 Horizontal Wavefront Algorithm

In developing our solution to 3D-MBP, we chose to
extend Lee’s 2D horizontal wavefront algorithm to 3D.
Since Lee’s algorithm is a component of our solution,
we summarize it here. Given a set of rectilinear obsta-
cles, a source s and a destination d, the problem is to
find a collision free path from s to d with a minimum
number of bends. This is done by sweeping through
the entire environment with wavefronts. A wavefront
is defined as a horizontal line-segment that extends
to obstacles on both sides, and carries distance infor-
mation specifying an upper bound on the length of the

MBP from s to every point on the line segment. Wave-
fronts sweep away from s, stopping at event points,
which are defined by obstacle vertices. Certain wave-
front operations take place at event points to allow
wavefronts to split, extend and sweep around obsta-
cles, and merge with other wavefronts. Figure 1 illus-
trates wavefronts and enumerates cases for wavefront
operations. A segment tree data structure is used to
maintain distance information in the form of partitions
on the wavefront.

Figure 1: 2D wavefront operations, adapted from [6].
(a) Extend and wrap. Parent wavefront w extends to
w′, and wraps around to create w′′. (b) Split. Wave-
front w is replaced by w′ and w′′.

w

w’

w’’
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w

w’
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Preprocessing is performed to allow event point cal-
culation in constant time. The algorithm begins by
inserting two wavefronts at the source, one sweep-
ing up and the other sweeping down. Wavefronts are
stored in a priority queue which is sorted by the short-
est distance on the wavefront. The algorithm pops a
wavefront from the front of the queue, sweeps it to
the next event point, applies the appropriate opera-
tions, and inserts any child wavefronts back into the
queue. When a wavefront hits the destination, and
all remaining wavefronts have higher distance labels,
a path is reconstructed by following parent-pointers.
With e obstacle edges, preprocessing takes O(e log e)
time. Merge operations require O(e log e) time amor-
tized, and Lee proves that a constant number of wave-
fronts pass through a given obstacle vertex, for an op-
timal total running time of O(e log e) [14].

Note that with rectilinear obstacles in 2D, a simple
cell decomposition can be constructed by slicing the
space into “rows” at each obstacle vertex y-coordinate,
and “columns” at each obstacle vertex x-coordinate
(Figure 2). This cell decomposition contains O(n2)
cells and can be searched using breadth-first search
(BFS) to produce a solution to MBP in O(n2) time,
which is slower than the optimal O(e log e) running
time. This “naive” solution is easily extended to 3D,
as shown in Figure 2, and solves 3D-MBP in O(n3)
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time. We are interested in a faster solution, so obvi-
ously we need to avoid explicitly calculating the entire
decomposition while still exploring the entire volume
of the problem. The horizontal wavefront algorithm
accomplishes this by exploring multiple cells per step.
Our results exploit this property in 3D.

Figure 2: 2D and 3D naive cell decompositions

d

s

3 The 3D-MBP Algorithm

We now present our solution to 3D-MBP. The goal
is to find a rectilinear path with fewest bends from a
source point s to a destination d in <3 among obsta-
cles. A rectilinear path is a path composed of a series
of connected line segments, each parallel to one of the
coordinate axes. In this case, we consider only ortho-
hedral obstacles, which have all edges parallel to one of
the coordinate axes. Our algorithm extends Lee’s 2D
algorithm using the “continuous Dijkstra” approach.
The basic idea is to maintain distance labels on ob-
stacle vertices such that a label represents an upper
bound on the length of a shortest path from the source
to the labelled vertex. In each iteration we expand the
labelled region by exploring a small area away from a
vertex with a minimum distance label. In our 3D ex-
tension of the horizontal wavefront technique, a wave-
front is still a line segment but may travel in one of
two possible directions and spawns child wavefronts
in both directions accordingly. When a minimum-
distance wavefront reaches the destination, we recreate
the path by following predecessor pointers back to the
source.

Using the grid-based 3D cell decomposition de-
scribed earlier, the wavefronts will explore the surface
of the cells instead of explicitly exploring their volume.
It is easy to see that all paths through a given series of
cells are homotopic, so paths through the faces can be
constructed that are just as good (in number of bends)
as any path through the cell interiors. To explore all
cell faces, we first take the 3D problem and create n

2D problems parallel to the xy-plane at the z coordi-
nates of all obstacle vertices. Another n 2D problems

are created that are aligned with the xz-plane at ob-
stacle y coordinates. Wavefronts can then be thought
of as “living” in one of these 2D problems. Unlike in
2D, the sweep operation will not only generate child
wavefronts in its own 2D problem, but may also spawn
children in intersecting problems.

The main computation is given in Algorithm 1. To
begin, we insert four wavefronts at the source: an up-
going xy, a down-going xy, an up-going xz and a down-
going xz. From there we remove a wavefront from the
priority queue of existing wavefronts based on mini-
mum bend-value, drag it, and insert all newly gener-
ated wavefronts as described below. When a wavefront
hits the destination, we continue until all remaining
wavefronts have minimum bend-values at least as large
as the best.

As in 2D, each wavefront is a partitioned maximal-
length line segment that stores the “length” (number
of bends) of the shortest path from the source to any
point on the line segment. Each wavefront orientation
keeps its own bend-counting semantics; in other words,
xy wavefronts measure paths with the final segment
pointing in the y direction, and xz problems measure
paths ending in the z direction. As in the standard 2D
problem, this invariant is maintained until a wavefront
hits the destination, when we then need to calculate
which approach orientation is best. This can be done
by simply adding one to the minimum parition label on
the wavefront (for an approach from the x direction)
and comparing with the value of the partition that
contains the destination point (approach from y or z).

To drag a wavefront in 3D, we first apply all the 2D
wavefront operations as usual within the wavefront’s
local 2D problem. However, the wavefront now gener-
ates additional wavefronts in the other plane. As an
xy wavefront is dragged, it potentially sweeps past the
y locations of a number of xz problems. This will gen-
erate both an up- and down-going wavefront in each of
the xz problems the wavefront cuts through. When an
xy wavefront is dragged from y1 to y2, for each obstacle
vertex v with y coordinate vy, where y1 < vy <= y2,
wavefronts are added to the xz problem at vy, as shown
in Figure 3. The x coordinates of the new wavefront
will equal those of the original. Thinking in terms of
the xz problem at vy, the new wavefronts are “pop-
ping up” into the problem, not necessarily at an event
point in that problem. So to find the z coordinate of
the new wavefronts, we use the pointers linked in pre-
processing to find the nearest event points. Therefore
we always generate wavefronts that are at valid event
points in their respective 2D problems. All bend val-
ues are simply incremented by one, since the paths are
now being measured with the final segment oriented in
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Algorithm 1 3D-MBP

1: Preprocess (Algorithm 2)
2: Let Q be a priority queue sorted by minimum bend

distance
3: Insert four waves into Q at s: up xy, down xy, up

xz, down xz.
4: while Q is not empty and d is unmarked do

5: w = DeleteMin(Q)
6: Drag w from event point p to nearest event point

p′

7: Apply 2D wavefront operations
8: Mark p′

9: Insert into Q counter-oriented child wavefronts
wi at intersection points between p and p′, in
both UP and DOWN directions

10: if d is unmarked then

11: Fail
12: else

13: let bmin = distance(d)
14: while Q is not empty and min(Q) < bmin do

15: Sweep as in lines 5-9
16: If wavefront reaches d, update bmin

17: Generate path P by following pointers from d to s

18: Output bmin and P

the z direction instead of the y direction. Propagation
of xz wavefronts is analogous; they generate xy waves
at every vertex z coordinate they sweep through.

Figure 3: Generating new child waves. An xy wave-
front generating xz wavefronts is shown in (a), while
(b) shows an xz wavefront generating xy wavefronts.

(a) (b)

Extra preprocessing is also required in 3D. The pre-
processing pseudocode is listed in Algorithm 2. This
step has two objectives: generating the canonical set of
2D problems, and linking the problems together. For
convenience, we assume a bounding cube around the
problem, with all obstacles and start/end points inside
the cube. First a plane (parallel with the xy-plane) is
swept through the problem, stopping at z coordinates
of obstacle vertices. We maintain a data structure of
currently intersected obstacles, and add/remove obsta-
cles as necessary, such that at each event point we can

Figure 4: Wavefronts in 3D-MBP. (a) shows an initial
wavefront at the source s, and in (b) a wavefront has
swept up and split, creating new wavefronts on either
side of the obstacle. An xy wavefront was also created
at the bottom of the obstacle. The MBP is shown in
(c).

(c)

d

s

(a) (b)

Algorithm 2 3D-PREPROCESSING

1: Generate set of all obstacle vertices V

2: sort V by z coordinate
3: for each v ∈ V with unique z do

4: Build 2D xy problem
5: sort V by y coordinate
6: for each v ∈ V with unique y do

7: Build 2D xz problem

generate a 2D problem by ignoring the z coordinates
of the vertices in the data structure. Within this 2D
problem we then perform 2D preprocessing [6]. This
step uses a sweep line and links each vertex to projec-

tion points — points on the nearest obstacle on either
side in the x dimension. The projection points there-
fore define the width of a wavefront passing through
that vertex. We add pointers such that projection
points may be obtained from a vertex and vice versa
in constant time. The projection points are stored in
linked lists that correspond to obstacle edges, so that
from a projection point, the next event point can be
obtained also in constant time by following the linked
list. In addition to this standard 2D preprocessing, we
also compute intersections with xz problem locations
between each pair of event points, and add these to a
hash table for later constant time retrieval. Each inter-
section point is linked to the nearest projection point.
We then repeat this process with the xz-plane to gen-
erate the canonical problem set. Intersection points
are retrieved from the hash table as necessary and
linked to the nearest xz projection points. The time
required to build these 2n problems is O(n logn) for
the plane sweep operations, plus O(n log n) at each of
n event points. The total is 2n(2n logn) = O(n2 logn)
time and space.
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3.1 Analysis

We now prove the correctness and running time of
our algorithm.

Theorem 1. The algorithm 3D-MBP correctly finds

a minimum-bend path from s to d.

Proof. Let P be a shortest(minimum-bend) path from
s to d. Now construct an equivalent path P ′ as fol-
lows. Find the first x- or y-segment in P and push it
down (negative z), along with all adjacent x- and y-
segments, until a segment hits an obstacle. Some seg-
ment must hit an obstacle during this pushing, other-
wise we could reduce the number of turns, contradict-
ing the assumption that P is a shortest path. Continue
by pushing the next x- or y-segment(s) in P and so
on. P ′ is also a shortest path, since we added no addi-
tional turns in pushing, and has all x- and y-segments
in the same xy-plane as an obstacle face, connected
by z-segments. Further modify P ′ by dragging all x-
and z-segments back until they hit an obstacle. For
adjacent x- and z-segments, drag the segments as a
unit. Now consider a line segment starting from s and
moving along P ′, stopping at each x-segment. The
line segment drags in the y-direction only in the same
plane as some obstacle vertex, which is also a 2D sub-
problem in our canonical set. The line segment moves
in the z-direction only when in the same plane as some
obstacle vertex, which also is included as a subprob-
lem. Since our algorithm generates x − y segments
only at obstacle faces, and z segments only at obstacle
faces, and attempts to generate x− y or z segments at
all possible obstacle faces, it can generate path P ′.

Throughout the algorithm, the wavefronts properly
maintain bend information. In 2D, this has already
been proven [6]. What remains is to prove that bend
information is properly maintained when crossing be-
tween 2D problems. This is easy to see since we simply
add one bend when going from y-directed to z-directed
segments, and vice versa.

Waves are dragged in best-first order, and the algo-
rithm continues until all waves have a cost of at least
bmin, the cost of the shortest path. Therefore it is not
possible to have a path shorter than bmin, since all re-
maining waves already have at least bmin bends and
path length is nondecreasing during each sweep.

If no path is found, waves eventually explore all free
space. Therefore a path is always found if one exists,
and this path is shortest.

Theorem 2. The algorithm 3D-MBP runs in

O(n2 log n + n2I) time, where n is the number of

obstacle vertices, and I is the maximum number of

obstacles intersected by a line parallel to the x axis.

Proof. The preprocessing step has O(n) event points,
with O(n log n) time processing at each point, or
O(n2 logn) time overall.

We have 2n 2D problems, each of which requires
O(n log n) time. Each dragging step does the same
operations as in the standard 2D algorithm, plus the
added wavefronts. Charge the cost of the new wave-
front to the 2D problem into which it is inserted, so the
cost of each 2D problem is the O(n logn) plus the cost
of adding wavefronts that “pop in” to it. The number
of pops is bounded by the number of possible pop lo-
cations, which is O(n) 2D problems times nI, where I

is the number of times an x oriented line can be split
by obstacles. Total running time is O(n2 log n + n2I).
The worst case scenario occurs only when there exists
a line parallel to the x-axis that intersects all obstacles.
For this class of problems, the running time is O(n3)
and thus it is preferable to use a simpler algorithm
such as searching the 3D cell decomposition.

3.2 Implementation

We implemented our 3D-MBP algorithm using the
C++ programming language and built a graphical
simulation using OpenGL graphics libraries. Figure 5
illustrates sample output from the simulator. The im-
plementation takes as input a set of orthohedral obsta-
cles, a start point and a destination point. The simula-
tor renders the obstacles inside an artificial bounding
cube and marks the start and destination points. As
a wavefront is swept, it appears as a moving line seg-
ment in the simulation, and wavefronts in the priority
queue are shown as static line segments. When a wave-
front reaches the destination, its path is recovered and
drawn. The program outputs the MBP, which can be
subsequently input to other applications as described
below.

4 Application

In developing the 3D-MBP algorithm we have been
motivated by self-repair planning in modular self-
reconfigurable systems. Self-reconfigurable robots are
robots that can change shape to better accomplish a
given task [3, 4, 11, 12, 15, 17]. One interesting prop-
erty of these systems is that they can self-repair — that
is, if a module fails, the rest of the modules collaborate
to eject the bad module and replace its functionality.
Most modular self-reconfiguring systems [11, 4, 15] are
grid-based so that modules can travel only along recti-
linear paths. Translations are easier than changing the
direction of movement, therefore we would like to use
3D-MBP to generate good plans for these robots. In
this section, we describe the application of 3D-MBP to
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Figure 5: 3D-MBP implementation. In (a), the first
xz wavefront swept up to generate the xy wavefronts
on the front face of the bounding cube. The initial xy

wavefront is shown sweeping in the xy-plane at s. The
shortest path is given in (b).

s

d

(b)

s

d

(a)

self-reconfigurable robots with unit-compressible mod-
ules such as the Crystal Robot (Crystal) [15].

4.1 Crystalline Atomic Robot

A Crystalline Atomic robot is a self-reconfigurable
robot composed of homogenous units. The Crystalline
module is a square in 2D, and a cube in 3D. Each
module can expand and contract by a factor of two,
and can connect to other modules by means of con-
nectors on its faces. As a whole, the robot can assume
various geometric shapes to suit different tasks. 2D
modules have been implemented in hardware, and we
experiment with 3D modules in simulation. Figure 7
is graphical simulation of a Crystal robot.

4.2 Self-Repair Planning

Fault tolerance and reliability are desirable proper-
ties in any engineered system, and the Crystal robot
architecture provides opportunities to address these
goals through self-repair. Initial work in self-repair for
self-reconfigurable robots was conducted by Yoshida
et al. [18]. The objective of self-repair is to allow the
robot to, upon failure, repair itself in the absence of hu-
man assistance. In a modular system, we break down
self-repair into three stages: detecting failure, eject-
ing the failed module and replacing the failed module
[2]. Note that a Crystal robot can easily carry spare
modules as part of its structure, and as long as some
modules are in an expanded state, extra modules may
be added without altering the overall geometry of the
structure.

We have previously developed algorithms to achieve
module ejection and replacement in 2D [2]. Motion

planning in the Crystal involves moving a module from
one position to another, and exploits “virtual” mod-
ule relocation. Instead of physically moving a single
module, it is possible to shift modules along a path
and virtually move the module. Therefore path plan-
ning reduces to finding a rectilinear path through the
robot structure. Each segment of the path can be exe-
cuted in constant time, so an efficient motion plan re-
quires a rectilinear path of minimum bends. Replacing
a failed module (filling a “hole” in the structure) can
be solved using virtual module relocation. To eject a
failed module, this planning technique can not be used
directly since here a particular module must be actu-
ally pushed (or pulled) to a position on the surface of
the robot. However, pushing gaits to move the failed
module, such as the one shown in Figure 6, also ex-
hibit the property that turns are more expensive than
straight line motion. Finding a minimum-bend path
is therefore useful in both steps. An MBP problem
is constructed by modeling the source and destination
points in module coordinates, and holes and concavi-
ties in the structure as obstacles. Then, given a path,
motion planning can be accomplished by iterating the
appropriate gait over the path.

Figure 6: Pushing a failed module along a line. Af-
ter initial setup, each push step requires four contrac-
tions/expansions. The second row illustrates two such
steps. Finally, modules along the path are “reset” by
shifting left.

This motion planning technique easily extends to
3D given an efficient shortest path algorithm. A 3D
rectilinear path can be decomposed into a sequence
of 2D turns (not all of which are in the same plane).
Therefore, given a 3D rectilinear path, a motion plan
can be constructed by iterating the appropriate mod-
ule gait over each path segment. Note that pushing
gaits require a minimum amount of supporting struc-
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ture, but we can build this into the path planning prob-
lem by growing the obstacles (holes in the structure)
by the required amount. This ensures that any path
returned by the algorithm is feasible. We use the 3D-
MBP algorithm (Algorithm 1) to compute a path, and
iterate a pushing gait along this path to eject the mod-
ule. Finally, we use virtual module relocation to fill the
gap in the structure left by the ejected module.

4.3 Simulation Results

We have conducted experiments for 3D self-repair
in Crystal robots in simulation. Output from our 3D-
MBP implementation, in the form of a rectilinear path,
is fed to a motion planning routine that generates mo-
tion primitives. These primitives are input in turn to
an existing Crystal robot simulator that verifies phys-
ical feasibility and renders the simulation. Figure 6
outlines a pushing gait, and Figure 7 illustrates a sam-
ple simulation of a Crystal robot executing the pushing
gait computed from a path returned by our 3D-MBP
algorithm.

Figure 7: Cut-away view of 3D module ejection. The
path is shown by the white arrow, and the failed mod-
ule is darkened. The middle figure is previous to the
first turn, and the last figure shows the failed module
at the beginning of the final segment.

5 Discussion and Future Work

In this paper we have presented a solution to the
3D-MBP problem, based on an extension of an exist-
ing wavefront algorithm for 2D-MBP. Our algorithm
correctly solves 3D-MBP in O(n2 log n) for most in-
puts. Although our result fails to achieve a O(n2 log n)
worst case running time for inputs where all obstacles
can be intersected by a line parallel to the x-axis, there
exists a solution to 3D-SP that does have this bound
and we conjecture that a faster solution to 3D-MBP is
also possible. An optimal running time for either 3D
variant remains an open problem.

So far we have considered only MBP, but in 2D the
SMBP solution only requires augmenting the wave-
front data structure and adding a secondary sort crite-
rion to the priority queue. Of course, if SMBP is solved
then SP can also be solved by ignoring the primary

metric (thinking of all paths as having equal bends, so
just secondary metric is minimized). It should there-
fore be possible to extend our algorithm to solve 3D-
SMBP and 3D-SP as well.

Our motivating application for the 3D-MBP algo-
rithm is motion planning for self-repair in the self-
reconfigurable Crystalline Atomic robot. This solution
to the 3D-MBP problem extends our previous work in
2D self-repair planning. In this paper we employ a
different pushing gait than in our previous paper[2] to
better exploit straight line motion. A further improve-
ment can be realized through the use of a 3D-SMBP
solution. We are currently examining this problem.

An obvious future goal for our self-repair work is to
experiment with 3D hardware. Such experimentation
would yield information as to the failure patterns of
individual modules, and this in turn would allow us
to address step one of our self-repair strategy, namely
detecting failure. Algorithmically another interesting
idea is to plan for self-repair in a dynamic structure
such as a robot in motion. Finally, we would also like
to explore the idea of using self-reconfiguration to help
with module ejection. For example, instead of moving
a failed module to the surface of the robot, we could
attempt to move the surface of the robot closer to the
failed module through reconfiguration.
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