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Abstract. Self-reconfiguring modular robots have the ability to reform themselves into a
wide variety of different shapes to accomplish their tasks. In addition, a group of self-reconfiguring
modules can divide up into several smaller groups to perform operations (such as exploration)
in parallel. In either instance, due to the large number of independent modules in the system,
distributed algorithms are highly desirable. In this paper, we describe a set of homogeneous
distributed algorithms for self-reconfiguring modular robots that allow division and locomo-
tion in two and three dimensional systems as well as recombination in two dimensions. The
algorithms are written in a rule-based style inspired by cellular automata, and allow for the
development of correctness analyses, which are also presented here.

1 Introduction

Self-reconfigurable robots are modular robots that can morph into different shapes
without outside assistance. The ability to change shape allows these robots to adap-
tively execute a variety of different tasks, such as locomotion through small pas-
sages, climbing tall obstacles, and moving while supporting large payloads. Self-
reconfiguring robots can also function as parallel distributed machines. That is, in
almost all existing systems, each module has a processor on-board, and to take best
advantage of the modularity, the algorithmic processing as well as module control
should take place in a distributed fashion. This also allows the system to be more
robust to failures of individual modules and communications, and supports the par-
tition of the robot. Several self-reconfigurable systems have been designed and built
[4,8,9,15,16] and centralized algorithms have been proposed for most [3,6,14], but
purely distributed algorithms have been less explored [5,12,13,17].

In this paper we explore a novel feature of self-reconfiguring robots: self-replication.
We consider self-replication ability in which a large robot can divide itself in sev-
eral independent smaller robots with the same basic functionality (but not identical
size). For example, a system consisting of 100 modules could function as one large
robot or 10 smaller robots each consisting of 10 modules, or any number of other
configurations. Self-replicating robots are useful in tasks where the overall effec-
tiveness and task completion time is improved by parallelism, such as distributed
surveillance or exploration. Although self-replication has been studied extensively
in software systems [11], it has been less examined in hardware systems such as
robots [10].

In this paper we address the vision of self-replicating robots by developing dis-
tributed algorithms for dividing a self-reconfiguring robot into smaller independent



robots, and recombining several smaller robots into a larger robot. The algorithms
we propose are homogeneous and purely distributed, in that each module runs the
same algorithm (with no central controller) and uses only local information to deter-
mine its actions. This is important here, as groups of different sizes will be created,
and the algorithms must work correctly regardless of the overall group size.

We also describe simulations of these algorithms within a locomotion task,
which can lead to application in more general domains. Consider the tasks displayed
in Fig. 1. The left image shows a simulation snapshot of a system exploring a maze-
like environment, with groups splitting up to more efficiently cover the maze. Here,
the number of groups could be increased as the complexity of the maze increases.
The right image shows a simulation snapshot from a system in which several groups
are covering an open piece of terrain. In this case, a larger number of groups is de-
sirable to speed up exploration, but small groups cannot navigate large obstacles.
Therefore, the system can use the ability to dynamically change group size and
number to more efficiently conduct exploration.

Fig. 1. (Left) Four groups of modules traversing a maze. (Right) Groups of modules exploring
rough terrain.

More specifically, we develop distributed generic algorithms for dynamically
changing the size of the robot, and the number of robots. By “generic” we mean al-
gorithms that are independent of the specific architecture of the basic robot module.
Our algorithms can be instantiated to any self-reconfiguring robot system where
an individual module has the ability to move linearly and make convex and con-
cave transitions on a substrate of identical modules1. We use the abstract geometric
model first described in [1], where each module is represented as a cube. A set of
geometric rules that is evaluated by each module determines the movement behav-
ior of each cube, and thus the overall behavior of the robot. This cellular-automata
inspired approach leads to completely distributed and homogeneous algorithms that
can be proven correct and be instantiated on a variety of hardware systems for spe-
cific tasks. In our previous work [2] we present rule sets, correctness results, and
instantiations for the locomotion task. In this paper we develop algorithms and cor-
rectness results for the self-replication task.

1 Most existing self-reconfiguring systems, e.g. [5,7,9,15], have these abilities.



Algorithm 1 Instantiation of
�

�

1: while (1) do
2: flag = 0 in all modules
3: while (Any flag == 0) do
4: Choose unflagged module at random
5: Set flag = 1 for current module
6: while (Not all rules tried) do
7: Evaluate random rule for current module
8: If rule applies, use it and break

2 2D algorithm

In this section we describe a distributed algorithm for division of two-dimensional
systems, using the geometric model described in Sec. 1. We develop rule sets that
implement several tasks: division of a group into two halves, locomotion in either +x
or -x, and recombination of two groups that meet. These rule sets are then composed
to accomplish correct combinations of redivision and recombination.

2.1 Locomotion

In [2] we presented rule sets for the locomotion task in which a modular robot
can move over obstacles. The robot can be viewed as a collection of cells in a par-
ticular type of cellular automata. The evaluation of this distributed system is not
performed in the traditional way, but instead models the natural delays in actuating
physical systems. The evaluation is done with the

�
� activation model defined in

[2]. In this model, the cells are evaluated with some random asynchrony subject to
the constraint that a cell can delay activation at most one cycle relative to another
cell. This is instantiated in simulation as shown in Algorithm 1. In [2] we also de-
scribed locomotion rules that can be evaluated asynchronously, and we are working
at integrating those and other more general locomotion rules with division rules.

Fig. 2. Legend used for all rule figures, showing the meaning of the central symbols (left two
columns) and other predicates and postconditions (right columns).

The basic idea of the locomotion rules is for the modules to start in a rectangular
group and move like a tank tread – those in the back column move over the top of the
group and form the next column in front. The local rules that generate this motion
are presented in Fig. 3. These rules are presented as conditions on the neighborhood



Fig. 3. Rules used for locomotion (group motion will be to the right). Each rule corresponds
to a particular local geometry and results in module motion. The arrow in each rule represents
the direction of motion of the module upon application.

of the active module, which is denoted by the starred box in each rule. The action
of the rule is either to move the module (in this figure) or set a variable within the
module (during division). In all cases, the diagrams follow the legend presented in
Fig. 2. Each locomotion rule corresponds to a possible local geometry for a module
and defines the next move for the module. For example, rule L1 makes a module
in the back column of the group move upward if there is not another cell above it.
Rules L2-L6 will move that module along the top of the group and down the front
side2.

2.2 Division / self-replication

We would like to empower modular robots with the ability to split up when they
need to explore different directions, or when the surveillance task is enhanced by
parallelism. The division operation splits up a robot into two smaller groups. This
kind of robotic self-replication can be controlled in a distributed fashion, using the
same approach as for locomotion. The key is to define a set of rules that select which
robot modules belong to which smaller group by the local neighborhood only. The
end result will be local control that is guaranteed to split an undifferentiated modular
robot into differentiated groups.

Fig. 4. Simulation of initial differentiation, showing the progress of group selection and the
start of locomotion. Light gray modules (in this and following figures) have flow-dir = 1, dark
gray modules flow-dir = -1 and black modules flow-dir = � .

2 The locomotion rule set in Figure 3 includes rule L3 which is not part of the rule set
described in [2]. The addition of L3 does not change the correctness of the locomotion
rules but it facilitates the transition between the control for dividing a robot into two smaller
robots that can move in opposite directions.



The basic division control algorithm splits a robot with no holes into two smaller
robots of equal size. It requires a state variable (flow-dir) corresponding to the
moving direction. Fig. 4 shows snapshots from a simulation that implements self-
replication. All robot modules begin in an undifferentiated state (flow-dir �

�
) and

divide into two groups: left-facing (flow-dir =-1) and right-facing (flow-dir =1). The
module differentiation is done by propagating of an integer variable called a signal
through the system. As the modules finish dividing (which they can detect by com-
paring signals in a local neighborhood), they begin to locomote using the rules of
Fig. 3.

Fig. 5. Rules used for initial differentiation. Rules D1 and D2 set the direction of cells at the
sides of the group, rules D3-D5 set direction for cells on the top row, and D6-D8 copy the
direction to cells in the interior of the group.

At the outset, all modules are undifferentiated, and use the rules of Fig. 5 to
divide. The modules on the edges choose to move toward empty space (using rule
D1 or D2 and setting flow-dir left or right as appropriate) and set their signal to zero.
The modules on the top row copy their neighbor’s direction (as in the middle picture
of Fig. 4) and signal level, and increment the signal (rules D3 and D4). In addition,
after setting flow-dir, a module will wait one cycle before moving, to ensure that its
flow-dir is seen by the module below. Finally, when the two groups meet along the
top row, the modules may need to change flow-dir until the two groups are about the
same size (i.e. the modules at the boundary have about the same signal value). All
modules not in the top row will copy their direction from the module above using
D6-D8, resulting in a configuration like that in the right-hand picture of Fig. 4.

Fig. 6. Rules used for resetting (R1-R4, in which a module unsets its direction in response to
an undirected neighbor) and dividing non-rectangular shapes (R5-R12, in which a modules
copies its direction from a neighbor).



To split a group in motion, it is sufficient for one module at the front edge of
the group to reset its flow-dir to

�
(based on a sensor signal, higher-level directive

or some other trigger). This is a local operation and requires no collective decision
from the modules. The initiating module simply resets and waits for a number of
cycles before evaluating its rules3, to ensure that all modules reset. After a module
becomes undifferentiated, rules R1-R4 of Fig. 6 ensure that all the modules behind
it will be undifferentiated. Additionally, the modules wait for all to reset by copying
the waiting time from the neighbor ahead. At this point, the modules may choose
a new moving direction. Since the group may be in a non-rectangular shape, addi-
tional rules are needed to perform differentiation. These rules are given as R5-R12
in Fig. 6.

2.3 Recombination

Fig. 7. Simulation of recombination and redivision.

Two robot groups can also be merged to generate a bigger robot. The recombi-
nation operation merges two groups that meet each other face-to-face into a single
undifferentiated group. This group may also divide again, as shown in Fig. 7. Re-
combination can be formulated with local rules much like the division operation.
Each module requires a counter we call stuck. A module increments its stuck if it
has an opposite-directed module in its and no motion rule can be applied. The stuck
counter allows groups to wait until they have collected with no holes in the middle4.
Once stuck reaches a small threshold in a module at the top of the group, the mod-
ule sets its flow-dir to

�
, as shown in Fig. 7(top, middle). This is sufficient to reset

both groups as shown in Fig. 7(top, right) since the resetting module is “in front
of” both groups. The group can then redivide and resume locomotion, as shown in
Fig. 7(bottom).

2.4 Simulation

A graphical simulation of this algorithm has been developed, images from which are
shown in Fig. 8. In this simulation, the evaluation loop of Algorithm 1 is instantiated,

3 The waiting time is determined by the size of the group, which the module estimates based
on the length of its last traverse.

4 Recall that the division rules assume a group without holes.



and a large group of modules can be seen to divide, first into two groups, then into
four, each of which move through the environment, demonstrating self-replication.

Fig. 8. Simulation of locomotion and recursive split. Two groups locomote away from each
other (top), reset (middle) and each divide into two (bottom left), after which all four groups
resume locomotion.

2.5 Analysis

One of the advantages of working with the simplified geometry and rule types of
the current system is that correctness analysis can be produced in a straightforward
fashion. In this instance, based on the rules in Figs. 3, 5 and 6, we can show the
following Propositions:

1. Locomotion proceeds over obstacles of (groupheight-2).
2. Initial split produces two locomoting groups.
3. Recursive split creates two locomoting groups with probability � 1.
4. Recombination will cause reset and redivision of all modules.

In this discussion, we describe system geometry using compass directions (in which
North is up and East to the right, relative to the rule figures). We also define regular
locomotion as the case in which a contiguous group of modules all have the same
(non-null) flow-dir.

Proposition 1 is based on the proof of the original locomotion rules as presented
in [2]. That proof shows that the rules, when applied to an initially rectangular group,
produce forward motion without disconnecting the group or creating deadlock. The
locomotion rules presented in Fig. 3 are the same with one extra rule (L3) and ad-
ditional conditions to two other rules (L4 and L5). The extra rule applies only in
the case where two groups are touching, and so will not fire during regular loco-
motion. As for the extra conditions in rules L4 and L5, as long as the top two rows
have no obstacles, these are redundant in regular locomotion (they are there to assist
redivision).

Proposition 2 can be shown as follows: In the first evaluation cycle, all modules
on the two sides will set the correct direction. Then, over several more cycles, the



top row will divide itself in close to half using rules D1 through D5. The modules
at each side cannot move, since they are all at the “front” of their respective groups.
Therefore, the only motion that can take place is a NE motion by a module in the top
row, and since the overall group is a rectangle, only rule L3 can fire, and will only
do so once the top row has divided approximately in half. Since flow-dir propagates
downward from the top row, the two groups will always form rectangles. The one
cycle pause allows the lower modules to get the correct direction before their upward
neighbor moves. The modules adjacent to the dividing line will move N and then NE
without changing direction, as their opposite number will be treated as an obstacle
(for north movement), or as having the same signal strength (for rule L3). Once
the first column has moved in each group, the groups are isolated and each begins
regular locomotion.

We must also show that none of the other rules can affect this process. In partic-
ular, the reset rules have the potential to unset flow-dir in modules with undifferen-
tiated neighbors. However, a module will only reset if the module above it is reset,
or if it is on top and the module in front of it resets. Since the propagation of the
division happens in these same directions, once a module is set, it cannot be reset
during initial division.

Proposition 3 is shown in two parts. First we show that the reset of one mod-
ule does in fact reset all modules. We then show that division of non-rectangular
groups proceeds correctly if all modules start at the same time. Finally, we discuss
under what conditions the division fails if the modules do not begin the process
simultaneously.

The reset itself will always complete, as follows: Since the reset activates after
a SE move, there cannot be any modules to the east of the resetter, and there will
always be a module directly to its west. The module to the west will reset on its
next activation, and the reset will propagate back and down. Modules in the same
column as the original resetter may not be adjacent to it, in which case the topmost
one will use rule R4 to propagate the reset. Then, because each module waits after
resetting, there will always be an undifferentiated module in each row to continue
the propagation.

Division of a non-rectangle begins as for a rectangle with the modules on each
edge choosing flow-dir. Note that this may now include moving modules sticking off
the two sides of the group. The modules on the top row will all identify themselves
as such by noting an empty space either above them or above and to the side (since
two moving modules cannot be adjacent above them). These modules then deter-
mine the division line for the group. Note in addition that since the signal strength
is propagated down with the direction, the modules adjacent to the division line will
have the same strength as each other, even though the various rows may have differ-
ent widths and center locations. Therefore, the modules along the division line will
move N and NE without changing direction or interfering with each other.

Because of the way modules wait after the reset, it is possible that nearby mod-
ules will restart rule evaluation at different times. Correctness of regular locomotion
relies on the

�
� activation model to prevent disconnection at the NE corner, but



the
�

� model is violated when one module restarts several cycles before another.
However, this failure requires either a particular order of activation or a two-cycle
difference in the waiting times of neighbors. These are both very unlikely occur-
rences, and in fact we have yet to see such a disconnection in several hundred trials.

Proposition 4 is shown as follows: First of all, for a module to have its opposite
number directly ahead of itself, there must be two groups meeting face-to-face. Note
that this module then cannot move anywhere except S. It will move S, however, if
there is space to do so. If there is any space in its column, note that this space will
be filled in at most (height-1) cycles. Therefore, since this module waits (height)
cycles before resetting, it will not reset with a hole underneath it. Then, note that it
will necessarily have one module of each flow-dir on either side of it. Each will see
that module as being in front and undifferentiated, so they will each reset, and so
on. Once the reset reaches the edge of the top row, the corner modules will wait (so
that all modules on the edges reset), then choose the new flow-dir which propagates
inward and downward.

3 3D algorithm

Based on the insights of the planar division and locomotion algorithms, we have also
extended our algorithms to three-dimensional systems. In this work, we model each
module of a three-dimensional system as a cube, and develop similar geometry-
based rules as in two dimensions. We have implemented division of one large group
into four smaller groups (using two signals rather than one) and locomotion in the
plane (via straight line motion in cardinal directions and 90

�

turns) in a single rule
set. This rule set consists of 36 rules (20 for division, 10 for straight-line motion, and
6 for turning) and has also been implemented in simulation, pictures from which are
shown in Fig. 9.

The division of a 3-D group is performed much the same as in 2-D. The modules
on each XY corner choose their direction first, as seen in the top left of Fig. 9 and
set both signals (across and back) to zero. Their directions are copied (a) back along
the edge opposite the direction of motion (incrementing the back signal) and (b)
across the front edge (perpendicular to direction of motion, incrementing the across
signal). The signals are again used to ensure that the groups each end up about the
same size and approximately square (in XY cross-section), as can be seen in the top
right of Fig. 9. Interior modules on the top (Z) layer obtain their direction when two
neighbors have the same direction. Modules with a +Z neighbor copy direction from
that neighbor.

The locomotion uses all of the same rules as in 2-D, with a change to the new NE
motion rule (rule L3). This is due to the use of two signals rather than one — since
adjacent groups have perpendicular directions of travel, one group’s back should be
the same as the other’s across to ensure that they are the same size. In addition, a
third NE rule is introduced that applies to modules that are next to two different
groups (i.e. in the corner of their group). Although the locomotion rules for the 3-D
system are still planar in nature (each group locomotes as a set of planar layers),



Fig. 9. 3-D simulation: In the top row, differentiation begins from the corners and filters into
the center, at which point four groups locomote away from the center. In the bottom row, a
group moving up and to the right stops, changes direction, and moves away heading up and
to the left.

additional conditions can be added to the NE motion rules to ensure that the layers
stay connected.

Finally, a new set of rules has been developed that allows a group of modules
to reform a prismatic shape and turn 90

�

, provided they are on flat ground. A new
binary state, halt, is used to signal the group that it is time to stop locomotion. This
signal is generated by a module moving to the front of the group, like the reset
signal in 2-D, and is propagated through the system. The halt prevents the start of
the back-to-front locomotion process (although modules in motion can continue, so
that a prism is once again formed). Once a module is halted, it can discern from its
neighborhood whether locomotion has completed, and if so, selects a new flow-dir
and turns off halt. Since the group is prismatic, only the modules at the back can
restart locomotion, and do so in the new common flow-dir.

3.1 Analysis

In 3-D, we can show that a prismatic block of modules (with one even-length X
or Y side) will split into four prismatic groups, each successfully locomoting in a
different direction. This proof is carried out much the same as in 2-D, in that we
show that the groups created by division are prismatic (cf. rectangular in 2-D) and
locomotion begins only at the group boundaries, and only once those boundaries
have reached equilibrium. This proof also relies on the rules’ checking of signal
levels in neighboring modules, although here two neighbors and two signal levels
must be checked before initiating locomotion.

We have also developed a proof of correctness for the turning rule set, which
demonstrates that a group of modules on flat ground will necessarily reform a prism
upon a proper halt signal, and will turn to a new direction and begin locomotion
without leaving any modules behind.



4 Conclusion

In this paper, we have presented algorithms for a generic type of self-reconfiguring
robot that allow division, locomotion and recombination in a single distributed pro-
gram. These algorithms can form the basis for more general exploration algorithms
by such systems, in which the system of modules could organize into different
groupings to best suit the environment. In addition, as the locomotion algorithms
for generic geometry have been instantiated on to different hardware platforms, it
is our intent that these algorithms can be likewise instantiated. In the near future,
we are working toward general 3-D locomotion along arbitrary trajectories and over
arbitrary terrains, as well as 3-D recombination algorithms, to allow for more func-
tional exploration.

References

1. Z. Butler, K. Kotay, D. Rus, and K. Tomita. Cellular automata for decentralized control
of self-reconfigurable robots. In ICRA 2001 Workshop on Modular Self-Reconfigurable
Robots, 2001.

2. Z. Butler, K. Kotay, D. Rus, and K. Tomita. Generic decentralized control for a class of
self-reconfigurable robots. In Proc of IEEE ICRA, 2002.

3. C.-H. Chiang and G. Chirikjian. Modular robot motion planning using similarity metrics.
Autonomous Robots, 10(1):91–106, 2001.

4. T. Fukuda and Y. Kawakuchi. Cellular robotic system (CEBOT) as one of the realization
of self-organizing intelligent universal manipulator. In Proc. of IEEE ICRA, pages 662–
7, 1990.

5. K. Hosokawa, T. Tsujimori, T. Fujii, H. Kaetsu, H. Asama, Y. Koruda, and I. Endo. Self-
organizing collective robots with morphogenesis in a vertical plane. In Proc. of IEEE
ICRA, pages 2858–63, 1998.

6. K. Kotay and D. Rus. Locomotion versatility through self-reconfiguration. Robotics and
Autonomous Systems, 26:217–32, 1999.

7. S. Murata, H. Kurokawa, E. Yoshida, K. Tomita, and S. Kokaji. A 3-D self-reconfigurable
structure. In Proc. of IEEE ICRA, pages 432–9, May 1998.

8. S. Murata, E. Yoshida, K. Tomita, H. Kurokawa, A. Kamimura, and S. Kokaji. Hardware
design of modular robotic system. In Proc. of the Int’l Conf. on Intelligent Robots and
Systems, pages 2210–7, 2000.

9. A. Pamecha, C-J. Chiang, D. Stein, and G. Chirikjian. Design and implementation of
metamorphic robots. In Proc. of the 1996 ASME Design Engineering Technical Confer-
ence and Computers in Engineering Conference, 1996.

10. L. Penrose. Self-reproducing machines. Scientific American, 200(6):105–14, 1959.
11. M. Sipper. Fifty years of research on self-replication: An overview. Artificial Life,

4(3):237–57, 1998.
12. K. Stoy, W.-M. Shen, and P. Will. Global locomotion from local interaction in self-

reconfigurable robots. In Proc. of IAS-7, 2002.
13. K. Tomita, S. Murata, H. Kurokawa, E. Yoshida, and S. Kokaji. Self-assembly and

self-repair method for a distributed mechanical system. IEEE Trans. on Robotics and
Automation, 15(6):1035–45, Dec. 1999.
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